
73 

Chapter 4  
 
Developing a National-Scale, Agent-Based 
Model for the Old World Screwworm Fly 
(Chrysomya bezziana) 
 
4.1Introduction ................................................................................................................................................. 74 

4.2A Lifecycle Approach for Modelling OWSWF Biology ............................................................................ 75 

4.2.1 OWSWF Lifecycle .............................................................................................................................. 75 

4.2.2 OWSWF Population Model ................................................................................................................. 76 

4.2.3 OWSWF Survivorship Calculation ..................................................................................................... 76 

4.2.4 OWSWF Development Calculation .................................................................................................... 79 

4.2.5 OWSWF Dispersal .............................................................................................................................. 80 

4.2.6 Modelling the available Oviposition Sites ........................................................................................... 81 

4.2.7 OWSWF Cohort Transition and Oviposition ...................................................................................... 81 

4.3 Implementing an Agent-Based OWSWF Model ........................................................................................ 82 

4.3.1 An Agent-Based Approach for Modelling the OWSWF Biology ....................................................... 82 

4.3.2 Simulation Structure ............................................................................................................................ 83 

4.3.3 The Application of Survivorship Rates ............................................................................................... 84 

4.3.4 Insect Development and Cohort Progression ...................................................................................... 84 

4.3.5 Individual-based Dispersal .................................................................................................................. 84 

4.3.6 Wildlife and Livestock Strikes ............................................................................................................ 88 

4.4 Implementing the Agent-Based Model ....................................................................................................... 88 

4.4.1  Selecting an Implementation .............................................................................................................. 88 

4.4.2 The CUDA-based Implementation Platform ....................................................................................... 90 

4.4.3 Input Data Requirements ..................................................................................................................... 91 

4.4.4 Temperature Data Interpolation ........................................................................................................... 91 

4.4.5 Low Resolution Data layer Up-scaling ................................................................................................ 94 

4.4.6 Simulation Data Structures .................................................................................................................. 95 

4.4.7 Implementing Agent-based Parallel Processing .................................................................................. 98 

4.4.8 Random Number Generation ............................................................................................................. 100 

4.4.9 Host and Device Processing of the Simulation Cycle ....................................................................... 101 

4.5 Concluding Remarks ................................................................................................................................ 102 

	   	  



74 

4.1 Introduction 

As introduced in chapter one, the Old-world Screwworm Fly (OWSWF) stands as a significant threat to the 

Australian livestock industries. In this chapter, we build upon the work introduced in chapter two and 

introduce the model for the biological lifecycle and the dispersal of the OWSWF within the Australian 

mainland environment. As mentioned in chapter two, this lifecycle population-based model was developed 

during the modelling and preparedness project by the then Queensland Department of Primary Industries 

(QDPI) in early 1990s. This was seen as necessary because there was no raw data on previous OWSWF 

spread within the Australian environment to compare with the results of the CLIMEX based model. At the 

same time, there was no way to check that its estimations would take into account the unique conditions 

present within the Australian climatic zones. This lifecycle population-based model, which was introduced in 

Atzeni et.al. [73], along with the stochastic dispersal model discussed in Mayer et.al. [77], form the basis for 

the OWSWF agent-based model in this thesis.  

After the introduction and establishment of the logic behind the agent-based model, this chapter develops an 

implementation platform that will support the agent-based modelling approach. This section initially carries 

on from chapter 3, where the use of the dynamic agent compression approach is explored for the OWSWF 

logic. From the analysis in this section, it is determined that the DAC approach is not suitable as a platform 

for implementing the OWSWF model, while on the other hand the data-parallel processing approach would 

(in theory) provide a much more suitable solution for implementing the OWSWF lifecycle and dispersal 

logic. This chapter develops a complete implementation using the NVidia’s CUDA platform (reviewed in 

chapter two). As part of this research, the implementation details for a spatially referenced primary data-

structure are outlined. This structure supports random access to agent data (i.e. memory locations) based 

upon their spatial attributes within the data-parallel environment. This approach is developed to efficiently 

support agent interactions defined by the model’s logic. In order to make efficient use of the processing 

power available within the CUDA platform, an approach for distributing the individual-based agent logic 

across the available threads of execution is described, for which efficiency will be subsequently analysed in 

chapter five.  

In addition to the development of the primary modelling logic and its platform, there are a series of 

supporting datasets that are used in simulation throughout the lifecycle and dispersal logic. These datasets 

include weekly vegetation and soil indices and daily weather station data from across Australia. As 

introduced in chapter one, the agent-based implementation uses a high-resolution 1km x 1km grid-based 

representation, providing fine-grain spatial detail but resulting in a much higher computational load. The use 

of the high resolution approach introduces additional challenges surrounding the use of input data sets of 

different resolutions. Through the use of the high-resolution approach, it was discovered that in order to 

effectively capture the high-resolution trends, these data layers must be consolidated for use with the model. 

This process involves up-scaling most of the data layers and performing high-resolution interpolation on the 

point-based datasets for weather station data. These processes are implemented using the high-performance 
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bi-cubic interpolation scheme[78] (for the up-scaling process) and a simple distance weighting approach[79] 

for the interpolation process.  

Other complexities that are explored within this chapter include the generation and use of the high quality 

random numbers that are consumed by the stochastic modelling approach within the data-parallel platform 

and the implementation of a heterogeneous processing model (typical to most CUDA-based programs) for 

the OWSWF model.        

In the following sections, the lifecycle and stochastic dispersal model developed in Atzeni et.al. [73] and 

Mayer et.al. [77] are reviewed, and a fully stochastic agent-based model will be developed. Many of the 

specific equations are taken directly from the source code used for this project that can be found in Appendix 

A. Finally, this chapter introduces the implementation of an agent-based modelling approach which extends 

the work of Atzeni et.al. [73] by detailing the supporting data structures and the implementation using 

NVidia’s CUDA.   

4.2 A Lifecycle Approach for Modelling OWSWF Biology 
4.2.1 OWSWF Lifecycle 

The implementation used by Atzeni et.al. [73] in the lifecycle population model follows the same approach 

as the CLIMEX-based system by using a cellular automata approach to capture the spatial details of the 

OWSWF population. The Australian mainland is represented by a grid of 30,992 cells (149 rows by 208 

columns), where each cell represents a portion of 20km x 20km (400Sq.km) area. This data structure 

provides the spatial representation for the OWSWF population and the means of capturing the varying 

biological characteristics. Within each of these cells, the OWSWF population is broken down into thirty-six 

cohorts that cover the Egg, Larval, Pupal and Adult stages of the fly’s lifecycle. The lifecycle is simulated in 

daily increments consisting of the following operations each day for each of the population’s cohorts: 

1. Calculate the rate of survivorship and apply this to each cohort. 

2. Calculate the development rate for this cycle for each cohort. 

3. Disperse the OWSWF from egg-laying cohorts. 

4. Apply the development rate calculated in step 2, and if a cohort’s development rate is high enough, 

progress the cohort to the next cohort. Ovipositing by females is also calculated. 

5. Update the population of ‘residual’ gravid female flies left over from previous cycles according to 

the development rates calculated in step 2. 

In addition to these daily operations, livestock strikes are calculated on a weekly basis and the input data 

layers for soil moisture, vegetation, livestock, wildlife and temperature are updated before the beginning of 

each simulated week. 
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4.2.2 OWSWF Population Model  

As introduced in section 4.2.1, the approach in [73] divides the population of OWSWF for each cell into 

thirty-six individual cohorts that are divided across the four primary life stages of the OWSWF. These stages 

include the egg, larval, pupae and adult stages which all have different characteristics in terms of the effects 

of the environmental factors on their survivability and development, and their general activities, such as 

dispersal and egg-laying. The use of this detailed population structure allows the model to capture these 

varying characteristics and apply appropriate logic to simulate the activities relevant to each cohort. The 

cohort structure is summarised in figure 4.1. 

Eggs Larvae Pupae Female	  Adults

0 1	  -‐	  7 8	  -‐	  15 16	  -‐	  36

Life	  Stage

Population	  Cohorts

Eggs	  laid	  by	  Dispersing	  Females

	  

Figure 4.1 The cohorts and their associated lifecycle stages within the OWSWF population structure [73]. 

Figure 4.1 shows the progression of the OWSWF from the egg stage through to the adult female stage, where 

the individual flies disperse and, if ovipositing sites are available, lay eggs. This completes the cycle and the 

process is repeated for subsequent generations. These stages map to those shown in figure 1.1, but note that 

the number of cohorts in each stage is not a direct reflection of the amount of actual time the insect spends in 

this stage. This is because the progression of the flies from one cohort to the next is controlled by a 

development algorithm that takes into account the environmental factors that affect the rate of development. 

4.2.3 OWSWF Survivorship Calculation 

In the approach used by Atzeni et.al.[73], the first operation in the daily cycle is the calculation and 

application of the survivorship rates for each cohort. This operation models the daily deaths of the insects at 

each stage in the lifecycle from a range of natural causes that are dependent on that stage. The process 

involves calculating the survival rate, then applying this rate deterministically to the cohort population. This 

is summarised in equation 4.1. 

𝑃!"#$% =   𝑃!"!#!$%   ×𝑟     (4.1) 

where Pfinal is the population cohort after the application of the survival rate,  Pinitial is the initial population in 

the cohort before the application of the survivorship rate and r is the survivorship rate for the relevant cohort. 

The algorithm in [73] used one of four different calculations to determine r, with the equation used 

determined by the lifecycle stage to which the cohort maps. In addition to the lifecycle logic outlined in [73], 

there are additions based upon the updated observations made by Siddig in [80]. For the single egg cohort, 

the approach in [73] calculates egg survivability as a function of the rate of eggs successfully hatching and 
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the loss of eggs due to the behaviour of the host. Observations show that on average 93% of the eggs hatch, 

with 10% of these lost due to host behaviours[81]. Therefore, for the egg cohort survivability, reggs is given 

by equation 4.2. 

𝑟!""# = ℎ  ×𝑙      (4.2) 

where reggs is the survivorship rate for the cohort in the egg lifecycle stage, h is the rate of successfully 

hatching eggs (93% by default) and  l is the rate of egg mass loss due to host behaviour, 10 (i.e. 10%) by 

default. Substituting the observed values gives:  

𝑟!""# =   0.837 

The survivability rate for the larval cohort is based around the experimental observation of livestock strikes. 

The approach in [73] uses a survival rate of 50% for each larval cohort, with a reduction of 11% on the final 

cohort (i.e. the flies emerging from the wounds) to account for the loss of flies that emerge during the 

daylight hours and are lost due to predation.  Therefore, for cohorts 1-6, rlarval is given by: 

𝑟!"#$"! = 0.5 

and for cohort 7,  

𝑟!"#$"! = 0.5  ×0.11 

For the purposes of calculating the survivability rate, the pupal stage is divided into a pre-pupal stage and a 

pupal stage. This is done to effectively model the vulnerable point in the lifecycle when the pupae emerges 

from a host wound and is exposed before bedding into the soil for the remainder of the pupal stage.  In terms 

of the population structure adopted by [73], pre-pupal stage is represented by the population in cohort 8. The 

model in [73] calculates the rpupae using the relationship: 

𝑟!"!#$ = 𝑆!"×𝑆!×𝑆!     (4.3) 

where Ssm is the soil moisture rate, St is the temperature survival rate and Sv is the vegetation survival rate. 

The approach  in [73] calculates these values using the following equations based upon field and laboratory 

observation. Ssm is calculated assuming a minimum pupation rate of 85%, an adult emergence of 90% with a 

1% minimum using the relationship: 

𝑆!" =    0.01 +𝑀×0.89 ÷ 0.85 +𝑀  ×0.15 !  (4.4) 

where M is the soil moisture index sampled for the grid cell for the current week and D is the daily fractional 

development of the cohort (reviewed in the next section). Atzeni et.al.[73] calculates St using the average 

temperature, T, sampled for the current grid cell. For T > 15°c and the quadratic relationship:  
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𝑆! = 86.1 + 0.014  ×𝑇 − 0.000375  ×  𝑇!   (4.5) 

Otherwise, St is given by the linear relationship: 

𝑆! = 0.0138  ×𝑇 + 0.78    (4.6) 

In addition to these relationships, if the Tmax (i.e. the maximum temperature) is greater than 35°c, St = 0. This 

has been added to the agent-based relationship to reflect the observation in [80] that the pupae die at 

temperatures greater than 35°c. 

Finally, Sv is given by the relationship: 

𝑆! = ( !
!""

)!.!"#     (4.7) 

In Atzeni et.al.[73], the survival rates for the adult stage (cohorts 15 – 35) is calculated as a function of the 

ovarian development and temperature with the relationship: 

𝑟!"#$% = 𝑆!×𝑆!"     (4.8) 

where, 

𝑆! = 1 − 0.004  ×𝑂𝐷     (4.9) 

OD < 1.06 units and, 

𝑆! = 1.39 − 0.373  ×𝑂𝐷    (4.10) 

for subsequent cohorts, where OD is the ovarian development (i.e. physiological age based on ovarian 

development). Set takes into account the effects of temperature on survivability. Atzeni et.al. [73] used the 

average temperatures for the Set calculation, however to capture the survivability observations outlined in 

[80], this has been updated to use the minimum and maximum temperatures to capture the kill-offs above 

and below the following temperatures. For Tmin <16°c: 

𝑆!" =   −1.85 + 0.178  ×𝑇!"#    (4.11) 

where Tminr is the minimum  temperature. For a Tmin >=16°c, Set =1.0. In the agent-based implementation, for 

Tmax > 35, Set = 0, where Tmax is the max temperature. This Tmax value has been updated to reflect the findings 

in [80], where adult OWSWF were observed to be unable to survive in temperatures above 35°c.  
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4.2.4 OWSWF Development Calculation 

The progression of the OWSWF from one cohort to the next is controlled by calculating a daily development 

fraction according to the lifecycle stage and the average weekly temperatures. For this fractional 

development score, the OWSWF lifecycle is divided into 4 segments (i.e.1 for each stage) where 0-1 

represents the egg state, 1-2 represents the larval stage, 2-3 represents the pupal stage and 3-4 represents the 

adult stages. Each of these intervals is further divided by the number of cohorts within the stage. For 

example the larval interval is broken down so that each of the 7 cohorts represents 0.143/1 of the stages total 

development (i.e. 1 / 7 ≈ 0.143 ). Each day a development fraction is calculated and if the cumulative 

development (i.e. the development from any previous days) is greater than the fraction for the current cohort, 

its population moves to the next cohort appropriate for the development fraction (i.e. populations of flies can 

“skip” cohorts if their development is fast enough). 

For eggs, the model in [73] assumes that they will always hatch after 24 hours. As such, their daily 

development fraction is always assumed to be 1.0. For the cohorts in the larval stage the daily development 

is assumed to be 0.143 if the weekly maximum temperature is greater than 10°c (i.e. the insects spend 7 days 

in the larval stage in ideal conditions) otherwise the development is given by the equation: 

𝑑!"#$"! = 0.0143×𝑇!"#    (4.12) 

where dlarval is the daily fractional development for the larval stage and Tmax is the weekly maximum 

temperature. For the pupal development, the average weekly temperature is used. If the average weekly 

temperature is greater than 30°c, the ideal development rate of 0.163 is assumed otherwise, if the average 

weekly temperature is between 10°c and 30°c the development is given by: 

𝑑!"!#$ = 0.00815  ×𝑇!"# − 0.0815   (4.13) 

where dpupal is the daily development fraction for the pupal state and Tavg is the average weekly temperature. 

For average temperatures 10°c or less, the daily development fraction is set as 0.01 as low temperatures slow 

development almost completely. The application of this development relationship, it is possible for the pupae 

to lay dormant in an over-wintering period. Atzeni et.al. placed a limit on this over-wintering period of 56 

days. This has been updated to 28 days in the agent-based implementation to reflect the findings by Siddig 

et.al. in [80]. Atzeni et.al. [73] calculates the ovarian development according to the relationship: 

𝑑!"#$%#& =   𝑒(!!.!"!!.!"#  ×!!"#!!.!!""×!!"#
!)/!""   (4.14) 

where dovarian id the daily fractional development for the adult stage and Tavg is the average weekly 

temperature. 
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4.2.5 OWSWF Dispersal 

Atzeni et.al.[73] used a deterministic approach to simulate the dispersal of OWSWF within the lifecycle-

based model that was outlined by Mayer et.al.[82]. Their work, which was based around observations of 

OWSWF in the wild and release-tracking experiments, showed the dispersal direction was largely random 

with environmental effects, such as wind, having no real influence. Through these experiments they were 

able to fit the dispersal distances to the Cauchy distribution. Their analysis showed that the Cauchy 

distribution, with medians ranging from 1km to (in extreme cases) 10km fitted the observed proportions of 

the insect dispersed in different environments. Both the bio-climatic model [20] and the lifecycle model 

developed in [73] make use of this approach to model the dispersal with a set of 5 × 5 cell (100km × 100km) 

templates. These templates, which contain the originating cell in the centre of the template specify the 

proportion of the dispersing population from the originating cell that are placed into the surrounding cells of 

the  5 × 5 cell window that would be expecting in a completely homogeneous environment for different 

median spread distances. Four spread templates are used in both models for medians of 2, 5, 10 and 15km, 

with ratio of gravid female OWSWF to available wounds in the originating grid determining the template 

that is applied to model the spread of insects from the originating cell. The spread templates were produced 

using  averages obtained from Monte Carlo experiments where individual insects are dispersed using random 

directions and distances sampled from the Cauchy distributions with the relevant medians [82].  

The expected proportions of the dispersing OWSWF population from the application of the spread templates 

do not take into account the effects of vegetation and host availability on the dispersal of OWSWF (i.e. they 

are the expected proportions in a homogeneous environment). To model these effects, a redistribution step is 

then applied to the expected proportions according to the following equation to “pull” individual OWSWF 

into more attractive cells in terms of vegetation and wound availability [77]: 

𝐴𝑠𝑠𝑖𝑔𝑛𝑒𝑑  𝑃𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 = 𝐸𝑥𝑝𝑒𝑐𝑡𝑒𝑑  𝑃𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛  ×( !
!!"#

)!!"#×( !
!!"#

)!!!"# (4.15) 

where the Assigned Proportion is the final proportion of the dispersing population assigned to the destination 

cell, the Expected Proportion is the proportion for the cell relative to the originating cell sampled from the 

template, v is the vegetation index of the destination cell, vavg is the average vegetation index for the cells in 

the spread window, h is the host index of the destination cell, havg is the average host index of all cells within 

the spread window, and Pveg and Phost are the host and vegetation weighting powers which are used to 

manipulate the significance of each component. Application of this relationship can result in a different total 

number of insects being assigned to those expected across the window. This is remedied by proportionally 

scaling the individual cell assigned proportions up or down [77]. 
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4.2.6 Modelling the available Oviposition Sites 

The total number of oviposition sites available for a given cell is calculated on a daily basis, using data layers 

that contain wildlife and livestock distribution across Australia and the wounding rates for eight livestock 

classes that are simulated within the lifecycle model. The wildlife and feral animals that are modelled by 

Atzeni et.al. [3] include buffalo, horses, pig, fox, hare, rabbits and natives (e.g. kangaroos, etc). The number 

of ovipoistion sites supplied by these animals is assumed to be constant year round. As a result, they are 

aggregated into a single data layer (20km x 20km resolution). Livestock (i.e. cattle and sheep) are divided 

into seven classes consisting of bulls/steers, calves, cows for cattle and lambs, rams, breeder ewes and new-

born ewes for sheep. The distribution of these livestock classes is assumed to be constant each week, with a 

single (20km x 20km resolution) data layer used to store the densities of each class across Australia. In 

addition to the livestock distribution data, wounding rates for each class are used to calculate the number of 

oviposition sites supplied to the OWSWF population by each livestock class. For the wounding rates, the 

eight livestock classes are further broken down and classified as either intensive or extensive livestock 

populations. This classification is based on the livestock density of the population within the cell. These 

wounding rates are supplied to the simulation data tables that contain monthly wounding rates for each class. 

The wounding rates for each livestock class are applied weekly to the livestock layers for the appropriate 

classification (either intensive or extensive) to calculate the number of ovipoistion sites in each cell for the 

week.  

4.2.7 OWSWF Cohort Transition and Oviposition 

As mentioned in 4.2.4, Atzeni et.al. [73] controls the transition from one cohort to the next using the daily 

development fraction. This section of the simulation also models the oviposition by gravid female flies in 

available wounding sites and the strikes against livestock. Atzeni et.al. [73] models oviposition by 

calculating the total number of available wounds from the combination of livestock and wildlife in the grid 

cell for that day and applying the appropriate wounding rates for the livestock density and type. Based upon 

experiments and observations, each of these wounds provides on average 10.5 oviposition sites for female 

insects. Three female cohorts at 4-day intervals make up the egg-laying females of the population. Daily 

totals for both the available oviposition sites and the gravid female flies are maintained throughout each 

week so that flies that do not oviposit one day due to lack of hosts may on the following day(s). This gravid 

population is eliminated at the end of the week, assuming that the flies continued their cycle by laying their 

eggs in a non-viable site.  Livestock strikes are calculated weekly based on the left-over oviposition sites at 

the end of the week, applying strikes to each livestock (and wildlife class) according to the ratios of their 

populations.  
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4.3 Implementing an Agent-Based OWSWF Model 
4.3.1 An Agent-Based Approach for Modelling the OWSWF Biology 

The agent-based implementation of the OWSWF biology is based upon the cohort-based model developed 

by Atzeni et.al. [3] along with the changes and additions to take into account the later work by Siddig et.al. 

[80], reviewed in the previous section. Within the agent-based approach, the individual insect forms the basic 

level of processing within the simulation. The goal of this approach is to simulate the insect’s biology at the 

individual level, allowing fine-grain sensitivity analysis of the biological parameters that affect the survival, 

development and dispersal of the individual insects. The agent-based approach follows the same basic 

structure as the cohort-based model outlined in Atzeni et.al. [73], with a daily cycle that consists of survival 

rate calculations, dispersal of OWSWF, application of OWSWF lifecycle development calculations (i.e. 

transitioning from one cohort to the next) and modelling of OWSWF strikes on wildlife and livestock. Figure 

4.2 outlines the agent-cohort data relationship.  

	  

Figure 4.2 The Insect Agent state data management. The agent’s state is stored at the cohort-level, but processed 
on an individual basis. 

The agent-based simulation consists of three basic agent-types, responsible for simulating the biology and 

dispersal of the insect. These include individual insect agents that represent the state and biology of the 

individual insects, host agents that represent wildlife and livestock that can be affected by the OWSWF and 

grid-square agents that act as containers for the insect and host agents and represent locations within the 

Australian mainland. Grid-square agents are analogous to the cells in a cellular automata system, similar to 

that implemented within the OWSWF models developed in [73] and the CLIMEX based system in [20]. 

Each grid-square agent represents a 1km × 1km (0.01 × 0.01 radian) homogeneous area of space, 

maintaining bio-climatic data for this area on a daily basis. The cellular automata representation was selected 

amongst other spatial representations as it provides the most efficient implementation for a simulation of this 

scale. Approaches such as farm/property-based point representations [22] and irregular polygons that 

represent homogenous areas based upon the combined input of underlying data layers were explored, 

however they failed to provide any additional benefit to spatial representation within a model of this scale, 

while increasing the complexity of the mechanics surrounding the spatial representation. These cells, or in 

0 1 2 3 4 35

Iteratively	  process	  stochastic	  
logic	  for	  each	  individual	  insect

Cohort-‐level	  Data

Results	  stored	  back	  at	  the	  
cohort-‐level
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this context agents, are responsible for simulating the two-dimensional spatial characteristics of the model. 

Figure 4.3 summarises the agents and their relationships within the simulation.    

The operations for each agent are executed using stochastic sampling of values from relevant distributions 

using random numbers generated on demand.  In this approach, the individual insect agents use the same 

lifecycle as developed in [73], where each agent belongs to one of the thirty-six cohorts that make up the 

four life stages outlined in section 4.2.2. Each insect’s lifecycle operations are calculated on an individual 

basis using the stochastic values sampled.  

Grid	  Square	  
Agent

Insect	  Agent Livestock	  Agent

Represents	  the	  spatial	  characteristics,	  
such	  as	  the	  locations	  of	  agents	  and	  
the	  environmental	  characteristics	  of	  

locations.	  

Represents	  the	  biology	  of	  
the	  individual	  SWF

Represents	  a	  host	  that	  can	  
be	  struck	  by	  the	  SWF	  

agents

	  

Figure 4.3 Agents and their interactions within the model 

The following sections outline the logic of the agent based approach and the application of the lifecycle and 

dispersal models from the work in Atzeni et.al. [73] and Mayer et.al.[77, 82] 

4.3.2 Simulation Structure  

The agent-based simulation adopts a similar structure to the original lifecycle-based implementation, using 

logic that is processed daily over a mixture of monthly, weekly and daily data sets, with the temporal 

resolution of the data set determined by the variation and availability of the data. Each simulation cycle (i.e. 

simulated day) is made up of the following processing steps. These steps do not correlate to a specific time 

of day, but rather they simulate the combined progress of the OWSWF biology and dispersal for that total 

time cycle. 

1. Calculate and apply the survivorship rates to all insect agents across all grid-square agents 

2. Calculate the daily development for each insect agent. 

3. Disperse the gravid female OWSWF agents between the grid-square agents 

4. Process strikes of gravid female flies on available wounds (i.e. livestock, feral and native animal 

agents) 

5. Progress the development of the insect agents to their next cohort, based upon the development rate 
calculated in step 1. 
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6. Update the gravid population of insect agents (i.e. determine newly gravid insect agent and remove 
insect agent that are no longer gravid) 

7. Calculate mortality amongst the host agents. 

These operations are discussed in the following sections. 

4.3.3 The Application of Survivorship Rates  

Within the agent-based implementation, survivorship rates are applied at the individual level using the 

relevant survivorship rate calculations from section 4.2.3. The process for applying these rates simply 

involves calculating the survivorship rate for each cohort for each day (resulting in a percentage survival rate 

for each cohort). Then for each insect agent, a random value is sampled from a uniform distribution and 

compared to the survivorship rate to determine if the individual insect will survive for this cycle. Figure 4.4 

outlines this process. The input data used for the survivorship calculation is supplied to the individual insect 

agents by their parent grid square agents. (i.e. the grid-square agents access vegetation, soil, host and 

temperature data layers, retrieving the value that matches the location on the grid-square agents.)   

4.3.4 Insect Development and Cohort Progression 

The insect development is simulated at the grid-square agent level, using the same fractional development 

equations for the different stages that are outlined in section 4.2.4. The process for simulating the 

development is very similar to the cohort level model (Atzeni et.al. [3]). Each grid-square agent generates the 

fractional development rate for each OWSWF cohort for the current day. The relevant fractional 

development rate is then applied to each insect agent present within the grid square. Once the development 

rates for each agent have been determined, the individual agents’ cohorts are updated according to the 

scheme outline in section 4.2.4. Like with the calculations for the survivorship rates, the input data for the 

development calculations are supplied by the grid-square agents, capturing the spatial distribution of the 

vegetation, solid and temperature information.  

4.3.5 Individual-based Dispersal 

The simulation of insect dispersal is modelled as a combination of the insect-agent level and the grid-square 

agent level. The modelling approach is based upon the stochastic method used to produce the spread 

proportion templates that were used in the simulations by Atzeni et.al. and Mayer et.al [73, 77]. The 

modelling process starts at the insect level with Insect-agents that are currently in the dispersing cohort (adult 

cohort eight). Two values are calculated for each dispersing insect; firstly the start location for the individual 

insect from within the parent grid-square is randomly generated using the location information that is 

maintained by the grid-square agents. The second step calculates a random direction (0 - 359°) from a 

uniform distribution. Next, the dispersal distance is sampled from a Cauchy distribution. The median for the 

Cauchy distribution is selected based on the ratio of gravid OWSWF agent to available wounds on the 

livestock agents within the parent grid-square agent. Once the direction and the distance have been sampled 
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and using the generated start location, the destination point and destination grid-square agent are calculated. 

The algorithm in figure 4.5 summarises this process. 

 

	  

Figure 4.4 The Insect Agent survivorship Processing. 

 

 

 

 

 

 

 

 

Generate	  Survivorship	  Rates	  for	  
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Kill	  Insect	  Agent

Start	  Cohort	  
Processing

Insect	  agent	  left	  in	  current	  
Cohort?
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End	  Cohort	  
ProcessingNo

Yes

1. Randomly	  sample	  the	  start	  location	  of	  the	  insect	  agent	  within	  its	  parent	  grid-‐square	  
agent.	  

2. Randomly	  sample	  the	  direction	  (0	  to	  359°)	  from	  a	  uniform	  distribution	  
3. Calculate	  the	  ratio	  of	  gravid	  insect-‐agents,	  to	  available	  wounds	  amongst	  the	  livestock	  

agents	  that	  are	  present	  within	  the	  source	  grid-‐square	  agent.	  
4. Using	  the	  ratio	  calculated	  in	  step	  3,	  select	  the	  appropriate	  median	  spread	  distance.	  
5. Using	  the	  median	  spread	  distance	  selected	  in	  step	  4	  and	  a	  randomly	  generated	  

value,	  sample	  the	  dispersal	  distance	  for	  the	  individual	  from	  a	  Cauchy	  distribution.	  
6. Using	  the	  start	  location	  calculated	  in	  step	  1,	  the	  direction	  sampled	  in	  step	  2	  and	  the	  

distance	  sampled	  in	  step	  5,	  generate	  the	  destination	  point	  using	  a	  projection	  
calculation.	  	  

7. Using	  the	  destination	  point,	  calculate	  the	  destination	  grid-‐square	  agent.	  

Figure 4.5 Summary of the individual insect dispersal calculations 
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The generation of the insect agent’s start location is carried out by generating two uniform random values 

ranging from 0 to 0.01 radians. The start location is then generated by adding the two randomly generated 

values to the latitude and longitude of the point representing the top left corner of the area that the grid 

square covers. This process results in a random starting location (latitude and longitude) within the source 

grid square. Figure 4.6 summarises this process. 

	  

Figure 4.6 Generation of the dispersal start point for an insect agent indicated by the red cross. 

Sampling the random dispersal bearing is a trivial operation that simply requires a random value to be 

sampled from a uniform distribution that is scaled to the range 0-359. The distance calculation is sampled in 

a similar manner, only instead of using a uniform distribution, a Cauchy distribution is used. The median 

distance for the Cauchy distribution is set based upon the ratio of gravid OWSWF agents to wounds 

available from the host agents taken from Atzeni et.al. [73]. Table 4.1 summarises this information.      

Table 4.1. Median dispersal distance for each ratio of Gravid OWSWF to available wounds in the source grid-
square agent. 

Ratio (Available Wounds: 
Gravid OWSWF ) 

Median Dispersal Distance 

1:1 2km 

1:2 5km 

1:3 10km 

1:4 15km 

… … 

 

The dispersal distance is limited to 100km to avoid unrealistic situations where larger distances are 

occasionally sampled from the distribution. Distances that are sampled outside the limit are re-sampled until 

a distance of less than 100km is selected. Once the starting location, dispersal bearing and distance are 

Grid-‐Square	  Agent	  area

0.01	  Radians

Random	  Dist.	  (Longitude)

Random	  Dist.	  (Latitude)

Top-‐Left	  Point

0.01	  Radians
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known, a point projection algorithm is used to determine the destination point for the dispersing OWSWF 

agent. The projection algorithm is expressed by the following relationships: 

𝑓!"# =    sin!! sin(𝑠!"#)×   cos(𝑑) +   cos(𝑠!"#)×   sin(𝑑/𝑟!"#$!)×   cos(𝑏)   (4.16) 

𝑓!"# = ( 𝑠!"# −   sin!! sin 𝑏   ×   sin  ( 𝑑 𝑟!"#$!)   cos  (𝑓!"#)) +   𝜋     %  2𝜋 − 𝜋 (4.17) 

where flat is the destination point’s latitude in radians, flon is the destinations longitude in radians, slat is the 

starting latitude in radians, slon is the starting longitude in radians, d is the dispersal distance, rearth is the 

earth’s radius, b is the dispersal bearing all in radians. Once the destination point (i.e. latitude and longitude) 

is calculated, it is them mapped to a destination grid-square agent’s coordinates (x,y) . This is achieved using 

the following set of relationships: 

𝑥 = 𝑓!"! − !!!"#
!.!"

     (4.18) 

𝑦 = 𝑓!"# −
!"!"#
!.!"

      (4.19) 

where x is the x-coordinate of the destination grid-square agent, y is the y-coordinate of the destination grid-

square agent, NWlat is the latitude of the north-west corner of the simulation’s window, and NWlon is the 

longitude of the north-west corner of the simulation’s window. These coordinates are used to assign insect-

agent to a destination grid-square agent. The final step in the dispersal simulation is a re-distribution step 

using the same approach outlined in section 4.2.5 from the simulation outlined in Mayer et.al. [82] In this 

step, the agents are re-assigned to grid-square agents in the spread area according the equations in section 

4.2.5. This provides the mechanism that ‘pulls’ the dispersing OWSWF into the more attractive areas 

described by Mayer et.al. [77]. This operation is done at the grid-square agent level, that is, each grid-square 

is responsible for redistributing its dispersing insects amongst the surrounding grid-squares. The key 

difference between this approach and Mayer et.al. [82] lies in the shape of the dispersal area. In the 

deterministic approach [82], a fix 5 x 5 cell template is used.  In the stochastic approach, the template shape 

is determined randomly though the dispersal process. Figure 4.7 summarises the dispersal process. 

 

	  

Figure 4.7 The insect dispersal model summary. The blue grid-square indicated the source grid-square. 
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4.3.6 Wildlife and Livestock Strikes 

The agent-based implementation for simulating oviposition and OWSWF strikes on wildlife and livestock 

follows the logic outlined in sections 4.2.6 and 4.2.7. The agent-based implementation uses the same scheme 

of intensive/extensive livestock and wildlife/feral classes as the original model; however, the wounding rates 

for these classes are applied on an individual stochastic basis. Like the original model, the available host 

numbers are calculated weekly. However, the wounds on these hosts are distributed across each day of the 

week in place of the individual oviposition sites (i.e. each wound represents 10.5 oviposition sites). This 

modification was adopted as the host wounds represent discrete entities (i.e. individual agents). In the agent-

based approach the individual host agents are tracked and strikes against the different available populations 

(i.e. sheep, cattle, etc.) are randomised, as opposed to being dispersed proportionally between populations. 

Mortality resulting from the strikes is applied on an individual basis using defined mortality rates based upon 

the density of the populations (which is used to indicate the production sector of the livestock). Both the 

strikes and fatalities are tracked at the grid-square level and output at the end of each week for reporting.  

4.4 Implementing the Agent-Based Model 
4.4.1 Selecting an Implementation 

In chapter three, the use of data compression technologies for improving the performance of agent-based 

models showed promising results when applied to the National Model for Emerging Livestock Disease 

Threats (NMELDT). Based upon the logic and modelling approach, which is introduced and developed in 

sections two and three of this chapter, it is evident that the lifecycle and dispersal model for the OWSWF 

represents a much more complex system than that was implemented in the system reviewed in chapter three. 

The additional complexity can be summarised in the following list: 

1. The logic employed within the model surrounding the development, survivability and dispersal 

processing is fundamentally more complex. It Involves substantially larger number of access and 

update operations than the SEIR model implemented within the system examined in chapter three.  

2. The ability for random access to agent information based upon spatial attributes is required for the 

dispersal modelling. 

3. The state information stored at the grid square level is far more complex, comprising of 39 

individual pieces of information that represent the population of insect agents within the grid (i.e. 

population information for each of the 36 cohorts plus the residual gravid OWSWF information). 

The system examined in chapter 3 contained agents that had two pieces of state information (i.e. the 

DNH and physical status). The OWSWF model represents a vastly greater number of possible state 

configurations amongst the agent population.  

4. The agent-based OWSWF model incorporates a level of aggregation, where the agent data is 

represented at the grid-square level with logic processed at the individual insect level. This existing 

level of aggregation (i.e. before any compression hierarchy is applied) adds considerable complexity 

to the implementation of the agent state update processing.   
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This list of additional complexities has a significant effect on the suitability of the DAC approach for use 

with the OWSWF model. The significant area that will inhibit the performance of the DAC approach is 

actually captured in point three above. Within the logic of the agent-based OWSWF model, there are 39 

individual pieces of state information, with each one represented by an unsigned short integer (i.e. 2 bytes). 

This means that there are (216)39 unique states amongst the agent set of the OWSWF model, compared to the 

(232)2 unique states amongst the agent set of the NMELDT. These (216)39 unique states will result in an 

incredibly deep hierarchy that will be very time consuming to traverse as part of the searching process 

needed for access and update operations. The state of each of these agents will change multiple times with 

each cycle of the simulation. Referring to figure 4.3 in chapter three, this system of agent states will fall into 

the bottom-right category, making compression schemes ineffective for the data set. The remaining points in 

the list (i.e. 1, 2 and 4) incur additional strain on the performance of the DAC approach. From these 

examples and analysis, it is evident that the DAC approach will not be suitable for providing the 

implementation platform for the OWSWF agent-based model. 

With the DAC approach untenable, there are three potential options for implementing a high-performance 

platform for the model; a multi-threaded CPU implementation, a cluster computer implementation and a 

GPU-based implementation. The review of existing literature in chapter two shows that all of these 

approaches are effective at providing high performance execution platforms for a range of agent-based 

simulations, however the CPU and GPU approaches are the most suitable as they do not require significant 

additional infrastructure for the execution.  

The multi-threaded CPU and data-parallel GPU approaches are both highly suited to the implementation of 

agent-based models. The key implementation challenge with both approaches is the dispersal of agent logic 

amongst the available processing units and the implementation of communication/interactions between 

agents across the platform. Ultimately, the GPU approach was selected as there is a very limited requirement 

within the agent logic for inter-agent interactions, allowing the overall model to be highly parallelisable and 

very well suited to the data-parallel processing paradigm. In addition to the parallelisability, the model has a 

heavy requirement for complex mathematical calculations and the production of high-quality random 

numbers. The GPU platform is far more efficient than the CPU at the mathematical processing required by 

the model’s logic.  

As seen in chapter two, there are several different GPU platforms that are available for implementing data-

parallel software for the different graphics cards. These are the OpenCL system used for implementing 

software for ATI GPU’s and NVidia’s Compute Unified Device Architecture (CUDA) and its associated 

software libraries. NVidia’s CUDA was finally chosen to implement the model as (at the time) it provided 

the most comprehensive software libraries and provides substantial debugging and development tools to aid 

in the development of the model [83].  
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4.4.2 The CUDA-based Implementation Platform 

The implementation is developed using a base program written in the C++ programming language, and 

NVidias’ Compute Unified Device Architecture (CUDA). CUDA provides its own run-time library that is 

accessed using extensions to the C programming language and is compiled into the base C++ program using 

NVidia C Compiler (NVCC), which is provided as part of the CUDA developer package. In practice, the use 

of CUDA in the C++ program is a seamless procedure as the compilation of all code (i.e. the native C++ 

code and the NVidia CUDA extensions) is all managed in the background by the Microsoft Visual C++ 

Development suite. The model is organised as a standard heterogeneous program [10], where the host 

manages the memory and data requirements for the simulation and the device (in this case a GPU) executes 

the core simulation. The simulation logic outlined in section 3 above is implemented within a series of 

CUDA C Kernel functions which execute using a dynamically allocated data structure that stores the agent 

state information and a series of statically allocated data layers that contain the bio-climatic input data.  

In addition to the CUDA based implementation, outlined in the following sections, a single threaded, CPU-

based version has also been implemented. This version was developed as a benchmark for performance 

comparisons and validation purposes. The CPU version uses an equivalent logic to the CUDA version and 

operates on the same data-structures as the CUDA version. 

The data requirements, which include static, monthly and weekly datasets, are served to the simulation using 

an optimised PostgreSQL database, which is accessed within the simulation using standard functions 

provided by the PostgreSQL C library (libpq.dll). This database is also responsible for storing the results 

output from the simulation as it executes, such as the numbers of OWSWF within infested grid squares, 

strikes on livestock and other information. The database server that provides the database to the simulation 

could theoretically be hosted on a stand-alone machine, however in this work the PostgreSQL Server was 

hosted on the local machine. The key advantages of using the database system over other approaches, such as 

flat-files, include high-performance index-based lookups for the large data sets and a standard organisation, 

easily accessible by other supporting software. The model uses a run-first-analyse-later approach to 

execution, meaning that the simulation is run providing no spatial output during the execution. Once the run 

is complete the output is available in the database for analysis. The database has the PostGIS spatial data 

extensions[84] installed that allow results data be organised into industry-standard spatial data layers for 

analysis within GIS software such as ESRI ArcGIS[85] or Quantum GIS[86]. Figure 4.8 provides an 

overview of the components of the implementation.  
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Figure 4.8 The main components of the simulation system. The arrows indicate the transfer of data from one 
component to the next. 

4.4.3 Input Data Requirements  

In order to support the lifecycle and insect dispersal simulation logic outlined in section 4.3.5, a series of 

input data sets are required. These input data-sets support the bio-climatic calculations for survivability, 

development and the distribution of insects in the dispersal modelling process. The complete set of datasets 

is outlined in Table 4.2. Most of these data-sets have been taken from the original lifecycle implementation 

and have been converted from Fortran 32-bit floating point flat files into database tables stored within the 

PostgreSQL database. This approach has been chosen as it allows newer datasets to be uploaded and used as 

they are made available (i.e. the data sets used can be selected at runtime). The data-sets from the original 

implementation (Atzeni et.al. [73]) were used for the agent-based implementation, due to availability and 

time constraints. In addition to this, the use of the original data-sets allows effective comparisons between 

the results of the bio-climatic model, the original lifecycle implementation and the new agent-based 

implementation to validate the logic implemented.   

4.4.4 Temperature Data Interpolation 

The temperature data used in the agent-based implementation consists of two tables containing the daily 

minimum and maximum for each weather station available for the time period around Australia for the years 

2000 to 2013. The use of daily temperature data represents an increase in the accuracy of the model. In the 

original implementation proposed by Atzeni et.al.[73], weekly average temperature data layers were used, 

having the effect of removing individual daily minimum and maximums, that would affect the lifecycle of 

the OWSWF in a real-world situation. The effects of the daily temperature is amplified by the additional 
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conditions added to the lifecycle survivability calculation based upon recent research from OWSWF 

invasions within the middle-east [80]. 

Each weather station has a point (latitude and longitude) that represents its location. In order to use this data 

in the simulation, the values from these tables must be mapped to grid-square agents within the agent-based 

simulation. This is achieved by implementing an on-the-fly interpolation process implemented as a CUDA C 

kernel to map the weekly temperature station readings to grid-squares. The kernel is called for each new day 

in the simulation to map the new day’s temperature data to the grid-squares within the simulation. Initially, 

the interpolation approach used a simple nearest neighbour algorithm [87] that is commonly seen in the 

production of Veroni diagrams [88], where each weather station representing a point in the diagram, and 

each point’s zone is comprised of the grid-squares that are the shortest Euclidean distance to the weather 

station (point). The resulting data-layer visualised in the Veroni diagram is shown in figure 4.9. The 

algorithm for building the data layers simply involves determining the closest weather station to each grid-

square for the current week and assigning that weather station’s reading for that station to the grid-square. 

These data sets contained distinct boundaries that produced in-accurate results within the lifecycle 

survivorship algorithms. In addition to this, it is clear from figure 4.9 that there are large areas that are 

assigned values from a single weather station (e.g. central Australia and Western Australia). This is, of 

course, a poor representation of the real world situation. The approach was improved by applying the method 

outlined by Shepard in [79]. This approach uses an inverse distance calculation to determine each grid-

square’s temperature value. The value u at point x based upon the sample space ui=u(xi) for i=0,1,…,N is 

given by the relationship: 

𝑢 𝑥 = !!(!)!!
!!(!)!

!!!

!
!!!      (4.20) 

where: 

𝑤! 𝑥 =    !
!(!,!!)!

     (4.21) 

The value for x is the arbitrary interpolated point, and xi is a point for which there is a known value. The 

variable d denotes the distance from from x to xi. In this implementation, the Euclidean distance was used so: 

𝑑 𝑥, 𝑥! =    (𝑥!! − 𝑥!)! + (𝑦!! + 𝑦!)!   (4.22) 

Experimentation showed that due to the large area and the small number of weather stations (usually 

between 700-900 for each day), a P value of 4.0 produced the most accurate interpolation. The choice for 

this value was based upon the analysis carried out in [79] and was validated through a comparison between 

the Veroni maps shown above and the result interpolated from inverse distance calculation. Figure 4.10 

shows a sample of resulting interpolated temperature layer. 



93 

  

Figure 4.9 A Veroni Diagram showing a temperature layer that was calculated using the simple nearest 
neighbour algorithm. Each pixel represents a temperature value assigned to a grid-square agent. 

The data-layers are implemented using a two-dimensional array of floating point values with each element 

representing a single grid-square in the 1km x 1km cellular automata. For efficient processing within CUDA, 

the two-dimensional array is flattened into a single dimensional array. A CUDA kernel is then used to 

process each array element using the approach to be outlined in section 4.6.5. The CUDA kernel used for the 

temperature data interpolation can be found in Appendix A. This simple interpolation algorithm provides an 

adequate estimation for temperature averages at this scale given the scale of the simulation. A future 

improvement to this section model could include an update to this process to take into account slope, aspect 

and elevation on the estimated temperature. The implementation of this process can be seen in Appendix A. 

	  

Figure 4.10 A diagram showing a temperature layer that was calculated using the inverse distance algorithm. 
Each pixel represents a temperature value assigned to a grid-square agent. 
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Table 4.2. The Input data for the simulation. 

Data	  Set	   Description	   Cycle	  
Vegetation 
Coverage 

CLIMEX Vegetation layers that consist of 20 x 20Km 
resolution layers of normalised values indicating the 
suitability of vegetation for OWSWF. Separate layers are 
used for average, wet and dry years. These data layers 
are taken directly from the bio-climatic model (Mayer 
et.al.[20])   

Single year set of weekly 
averages for all 52 weeks. 

Soil Moisture CLIMEX soil moisture layers that consist of 20 x 20Km 
resolution layers of normalised values indicating the 
suitability of vegetation for OWSWF. Separate layers are 
used for average, wet and dry years. These data layers 
are taken directly from the bio-climatic model (Mayer 
et.al.[20])   

Averages for all 52 weeks. 

Wildlife 
Distribution 

A single 20 x 20Km resolution layer containing the total 
available wildlife and feral animal wounds.  

Single layer a wildlife/feral 
wounds available is 
assumed to be constant 
each year (Atzeni et.al 
[73]) 

Livestock 
Distribution 

A 20 x 20Km resolution layer containing the densities of 
eight livestock classes. 

8 single layers; Data for 
each livestock class is 
constant for each week of 
year. 

Livestock 
Wounding Rates 

A table containing the wounding rates (percentages) for 
each livestock class for each month of the year, for 
intensive and extensive farms. 

Monthly entries for of 
wounding rates for each of 
the 8 livestock classes 

Minimum 
Temperatures 

Data-table containing daily minimum temperatures for 
each available weather station around Australia. The data 
sets available contain data from the 1, January 2000 till 
31, December 2012.  

Daily, however these can 
be aggregated into weekly 
average minimums. 

Maximum 
Temperatures 

Data-table containing daily maximum temperatures for 
each available weather station around Australia. 

Daily, however these can 
be aggregated into weekly 
average maximums. 

 

4.4.5 Low Resolution Data layer Up-scaling 

Data-sets taken from the CLIMEX based [20] and lifecycle-based [73] models use a 20km x 20km (0.2 x 0.2 

radians)  resolution. In order to use these lower-resolution data-sets with the higher resolution agent-based 

implementation, the data sets are put through an up-scaling process to bring the data layer up to the higher 

1km x 1km used within the agent-based implementation. This is achieved by applying a single-channel, Bi-

cubic interpolation algorithm outlined by Keys in [78]. Bi-cubic interpolation is a popular interpolation 

algorithm used across a range of disciplines. The most common use for the bi-cubic interpolation process is 

for scaling images and videos for display. This is referred to as bitmap resampling and can be seen in 

graphics editing programs [89] and video codec processers [90].  This algorithm works by calculating 16 

coefficients for each point from a 4 x 4 pixel block surrounding the target pixel in the high resolution layers. 

The sixteen coefficients are drawn from the pixel values, the x-derivatives (slopes) of these values, the y-

derivative (slopes) of these points and the x/y cross-derivative (slope) for each point to be interpolated. 
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Through the use of the sixteen coefficients aij, the interpolated surface can be summarised by the 

relationship: 

𝑝 𝑥, 𝑦 = 𝑎!"𝑥!𝑦!!
!!!

!
!!!     (4.23) 

Where p(x,y) is the interpolated value at coordinates x,y. The work in [78] contains a full solution for the 

coefficients aij. Normally this process is repeated for the red, green, and blue colour channels of the images 

of the video frame. In the implementation applied here, only one channel of data is present for each data 

layer, hence only a single pass is required for the up-scaling operation. 

Like the temperature data interpolation process outlined in the previous section, the bi-cubic up-scaling 

process is implemented within a CUDA kernel that is called to up-scale the data layers on-the-fly. In the case 

of the vegetation, soil and moisture percentage layers, this process is called for each week of the simulation. 

Figure 4.11 shows examples of the up-scaled soil and vegetation layers used in the simulation. An 

implementation of the up-scaling kernel can be viewed in Appendix A. 

	  

Figure 4.11 The vegetation layer after the bi-cubic up-scaling operation. 

4.4.6 Simulation Data Structures 

In order to effectively apply the data-parallel programming paradigm and efficiently make use of the 

processing power of the CUDA platform, the data elements within the simulation must be organised in way 

to support parallelism. The main data elements within the simulation system include the agents’ state data, 

such as the insect lifecycle information, and bio-climatic datasets, such as those discussed in section 3.4.2, 

that supply the input for the simulation logic. As mentioned in section 3.4.2, the agent-based implementation 

uses a 1km x 1km grid of cells to represent the spatial aspect of the spread. In simple terms, each individual 

cell represents a homogenous area. Within the simulation, the individual agents are the basic unit of 

processing. That is, the lifecycle, dispersal and oviposition calculations are executed at the individual level 

using the GPU/CUDA platform. In order to effectively process the agent logic in the parallel environment 

provided by the GPU, the agents’ state data must be organised in a way that supports the underlying logic 

and the distribution of processing across multiple threads of execution.  

One approach to organising and processing is to evenly divide the agents across the available threads 

regardless of its parent grid-square. Each thread would then iteratively process each individual agent’s logic. 
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This will ensure that each thread will execute the same amount of logic and result in an even amount of 

processing by each thread. There are three main issues with this approach when applied to the underlying 

agent-based approach: 

• Firstly, the agent’s state information (i.e. lifecycle stage and daily development) is stored 

(aggregated) to the cohort level within the simulation. This means that instead of maintaining 

information about each individual insect, which is unfeasible due to the availability of memory, 

numbers of insects in each cohort for each grid-square are used. Using multiple threads to access 

this cohort information will require serialised atomic operations on the data locations of the cohort 

data to prevent race conditions amongst threads and there is no way to map individual threads to the 

individual insects. For example, if you were to implement an array that contains a pointer to each 

individual insect’s state information, the array would be tens of millions of elements in length due to 

the number of insects, making the approach inherently infeasible. 

• Secondly, the insect dispersal logic requires random access to the destination grid-square to assign 

the dispersing insects to that location and the dispersal logic has a re-distribution step (section 3.3.5) 

that is carried out at the grid-square level. Executing these operations using a data structure that is 

based around the individual insect is difficult. 

Because of the difficulties involved with using the insect agent as the basis for organisation within the 

parallel processing environment, the grid-squares are used for both the spatial representation and the 

organisation for processing. The data structure that drives this implementation is effectively a landmass-

shaped (Australia in this implementation), flattened, ragged array, where each element contains the agent 

data relevant to each grid square. This structure consists of columns of cells, with each cell representing a 

1km x 1km area of the land mass. The array only represents the land-based area, not the ‘ocean’ around the 

land mass, with the exception of a relatively small number of ‘ocean’ grid squares that lay between islands 

and the main land areas. These columns vary in length according to the height of the column of landmass 

that they represent. For example, the column that represents the very tip of Western Australia only contains a 

single cell as it is only representing the very western tip of the Australian mainland.  The columns 

representing the centre of the Australian continent contain thousands of elements. Figure 4.12 summarises 

this arrangement. These columns are stored end-to-end in a single dimensional array. The single dimensional 

array was chosen over a two dimensional array due to access efficiency. In order to access an element in a 

two-dimension, two memory lookups are required (one for each dimension, the pointer for the row then the 

pointer for the location within the column). When executed in CUDA runtime environment, global memory 

lookups are more costly than single dimensional mapping calculations. In addition to this, at the time of 

writing, CUDA only supported uniform (i.e. not ragged) two dimensional array processing [10] and using a 

uniform two-dimensional array for the data storage will result in a large number of unused ‘ocean’ grid-

squares being required to represent the window surrounding the mainland. The resulting data array contains 

6,898,494 elements, containing the OWSWF lifecycle data for all insects within each location. Appendix A 

contains the source code with the data-structure used to store the data within each array element. 
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Because each column length within the data structure is variable, two additional arrays are needed to 

accompany this primary data array to allow the array to be parsed. The first array contains an entry for each 

column that stores the start location of each columns data within the main data array. The second array stores 

the length of each column (i.e. the number of data elements in the column). Using these three structures, it is 

possible to carry out efficient random lookups for grid-square agents within the structure based upon a 

latitude and longitude using the approach shown in section 4.4. Figure 4.13 summarises the process of 

random access for a grid-square agent within the data-structure, based upon a calculated latitude and 

longitude. The flat, ragged array data-structure is dynamically generated at the start of the simulation based 

upon meta-data stored in the database.  

The meta-data representation of the Australian mainland is generated by starting with a high resolution 

polygon dataset that contains the outline of the Australian mainland and surrounding islands. Around this 

polygon, a rectangular 4,060km x 2,880km window is selected starting at the point (-10.2, 113.0), which 

marks the north-western corner of the window. This window was selected  

	  

Figure 4.12 The process of looking up the index, I, of the location of a grid-square agent’s data within main data 
array. This process uses the supporting array that contains the column start positions within the data array. 

	  

Figure 4.13The CUDA C code for mapping a row and column, calculated from the destination Latitude and 
Longitude. The realYOffsets array contains the column offsets, which represent the start row of the ‘land’ 

squares within the window of squares for the column. The flatColStartPos contains the starting positions of the 
columns within the flat array. 

as it matches the dimension of the CLIMEX data-sets used in the bio-climatic model [20]. A grid was then 

mathematically generated using the database software that consists of 0.01 x 0.01 radian (1km x 1km) cells 

across the window, with a record in the database created for each cell within the window. Each record 

contains the cell’s row and column (starting from the top left side of the window), a flag to indicate if the cell 

represents an area of ‘land’ or ‘sea’, and a polygon spatial data object that represents the actual cell. The 
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result of this process is a data table that contains exactly 11,692,800 records, each representing the spatial 

information about each single square kilometre within this window. From this data-set, the meta-data table is 

generated where for each column of cells within the window, a record is created storing the row number for 

the first cell from the top flagged as a ‘land’ cell and the last cell from the top flagged as a ‘land’ cell, 

resulting in a table of 4,060 records. Figure 4.14 outlines this process.  

The data structure described in the previous paragraphs is generated using the meta-data table that was 

created in the process outlined in figure 4.13. The total number of grid squares is calculated using the grid-

square database table. This is used to generate the main data array and the offsets and limits from the meta-

data table is used to generate the two supporting arrays that contain the starting positions of the column’s 

data within the flat data array, and the lengths of the columns. The process of accessing the location of a 

grid-square agent’s data, summarized in the CUDA C code is figure 4.13, uses a two stage lookup using the 

row-offset meta-data and the column start position data. For a given row and column, the first step is to 

offset the row with reference to the start of the ‘land’ squares. The idea of this that only the ‘land’ grid 

squares are represented within the simulation (see figure 4.14), but the row and column numbers calculated 

from the latitude and longitude are numbered relative to the bounds of the window. As a result, the 

calculated row and column need to be mapped to be offset relative to the start position of the ‘land’ squares 

for the column. This is done by simply getting the offset based on the column from the offset array. This 

offset is then subtracted off the row to give the position within the column of ‘land’ cells. The start position 

for the column’s data is then sampled from the start position array and the offset row is then added to this to 

give the location index of the grid-squares data within the main data array. 

This data structure provides the random access capability required for the grid-square data (i.e. the 

aggregated lifecycle information), while only provisioning memory for the ‘land’ based grid squares within 

the model. In addition to the efficiency in terms of both memory usage and data access of the data-structure, 

it is also completely dynamic, meaning that the land-mass represented within the simulation can be changed 

by re-creating the grid square structure from an appropriate polygon object and generating the meta-data 

from the new table of grid-squares. The scale is also easily interchanged, by simply creating the grid-squares 

at different sizes. This flexibility allows this approach to be applied to a range of modelling tasks.  

4.4.7 Implementing Agent-based Parallel Processing 

As mentioned in section 4.4.6, the basic unit of parallel processing within the implementation is the grid-

square agent. These agents, representing each single square kilometre within the Australian mainland, 

contain the aggregated state information for the individual insects that reside within each location. This 

means when a grid-square is processed, a single thread is responsible for iterating through and processing the 

logic of all agents geographically located within the grid-square, in the manner summarized in figure 4.2. By 

using this approach, processing is grouped using the grid-square agents and the number of threads, the 
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Figure 4.14 Produce the grid-square representation of Australia and the meta-data table that is used at run-time 
to dynamically allocate the data-structure used to store the grid-square agent information. 

number of insects and the numbers of grid-square agents are all independent of each other. This allows the 

simulation to operate on different CUDA enabled graphics cards that support different thread and core 

configurations and provides the flexibility for different grid-square configurations. This is achieved by using 

each thread to process multiple grid squares in an iterative fashion. For example, the flat data structure that 

represents the Australian mainland will have 6,898,494 grid squares in this implementation. Instead of using 

an individual thread for each grid square (i.e. 6,898,494 threads) a standard block of 65,536 (256 x 256) 

threads is used with each thread having its own sample space within the agent data structure of 6,898,494 
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items. Figure 4.15 illustrates this process. This configuration of threads can be adjusted based upon the 

specifications of the device to provide the best performance; for example a GPU with a larger number of 

cores and more memory can efficiently support a larger number of threads.   

	  

Figure 4.15 The execution of CUDA threads on multiple elements of a single dimensional array. Each thread has 
its own sample space within the array. Each thread starts at the index specified by its Thread Id and is 

incremented by the number of threads to get the next element to process. This process is repeated by all threads 
until there are no more elements to process. 

In the implemented configuration, each individual thread will process either 105 or 106 grid-squares within 

the structure using the execution approach outlined in figure 4.15. The effectiveness of the structure for 

dispersing the processing work across the available threads of execution is analysed in the next chapter.  In 

order for a single thread to process multiple grid-squares, a system for partitioning the grid-square dataset is 

summarised in figure 4.15. In this process, each thread steps through the grid squares with a stride defined by 

the logic provided in figure 4.16. This iteration process uses the thread block and grid dimensions to 

increment the thread value to the next index (i.e. grid square) to be processed. This logic is applied within the 

CUDA kernel processes that will be outlined in section 4.4.9.  

	  
Figure 4.16 he logic for iteratively processing grid-square agents by a single CUDA thread. 

4.4.8 Random Number Generation 

The stochastic processes outlined in sections 4.3.4 and 4.3.5 require the production of high quality random 

numbers in order to effectively simulate the lifecycle and dispersal processes. This is achieved by applying 

the CUDA Random number generation library, CURAND [10], to generate random numbers on demand 

during the execution of each thread within the kernels that contain the simulation’s logic. A typical random 

number generator (RNG) consists of a function that takes a seed value and generates a sequence of random 

numbers. These random numbers are then sampled from calling functions and consumed within a program as 
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}
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required. Generation of random numbers on the CUDA device is challenging due to the potential for race 

conditions and sample space collisions that could result from multiple threads sampling random numbers 

within the CUDA kernels. For example, if two threads sample a random number from the generator at the 

same instant, there is the possibility that both threads will sample the same random number in the sequence 

(i.e. the second thread will sample from the RNG before the first thread updates the sequence). This sample-

space collision will result in poor-quality stochastic sampling within the logic of the simulation. There are 

two approaches to overcome this issue. The first approach is to use the CUDA atomic operations to set up a 

section of mutually exclusive code, a Mutex, around the function that samples the random numbers from a 

single random number generator. Although this approach only uses a single random number generator, and is 

therefore very memory efficient, access to the random number generator is effectively serialised. In a 

situation where a large number of random numbers are sampled by multiple threads (such as the stochastic, 

agent-based simulation implemented in this chapter), the performance of the application will be greatly 

affected by the serialisation around the random number generations.  

The second approach involves using a separate random number for each individual thread executing on the 

device. In this approach, an array is allocated that stores the state of each thread’s random number generator 

and a kernel is called at the start of the simulation where a thread initialises each generator. When the kernels 

that process the simulation logic are executed, they are passed a reference to the RNG state array, where each 

thread uses its respective RNG to sample random numbers for the simulation logic. This method avoids the 

problem of serialising access to a single RNG, however it requires more memory as RNG’s current state 

must be saved. This memory overhead effectively limits the number of threads that can be used, as each 

thread’s RNG occupies memory that would otherwise be used for the simulation’s logic. The second 

approach was adopted in this implementation as the large quantity of random numbers required within each 

thread’s logic make the single RNG approach unfeasible for the scale of the processing within the model. 

The GPU device used in this implementation has sufficient memory to support 16,384 RNGs (i.e. 128 x 128 

threads) along with the simulation’s other data.  On other devices with more memory, larger configurations 

of threads can be used.   

4.4.9 Host and Device Processing of the Simulation Cycle 

The agent’s processing for each cycle that is summarised in section 4.3 and the supporting data processing 

(i.e. temperature data interpolation and data-layer up-scaling operations) are carried out by a set of CUDA 

kernel functions that are called during each cycle (or in the case of the supporting data operations each week) 

to model the individual agent’s behaviour. The processing of the data-layers is carried out using two different 

CUDA kernels. The first kernel is used to upscale the vegetation, soil and host layers. This kernel 

implements the logic outlined in section 3.4.5 and a separate kernel call is used to up-scale each individual 

data layer. The second kernel is used to interpolate the weekly average minimum and maximum 

temperatures from each weather station available for the specific week. Only one call to the kernel is 

executed that is responsible for processing the logic outlined in section 3.4.4 to produce the weekly average 
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minimums and maximums. These processes are executed once every simulated week within the model. The 

grid-square, insect and host agents processing is split across three CUDA kernels that are called to simulate 

each day within the simulation. Figure 4.17 outlines the processes used in the model and their pattern of 

execution across the Host (CPU) and the device (CUDA GPU). In addition to the execution of simulation 

processes, this diagram also shows where the information is copied from the host to the device (indicated by 

the green arrows). The first memory copy operation moves the input data layers for each week onto the 

device. Once this is up-scaled and interpolated, the original input data is freed, leaving the up-scaled and 

interpolated data on the GPU for use in the simulated week’s processing. The second copy operation moves 

the agent state data that is stored in the data-structure, outlined in section 4.6.6 onto the device for the week’s 

processing. Once the simulated week’s processing is completed, this agent state data is coped back to the 

device so that is can be output to the spatial database.  

The first kernel executed within the cycle is responsible for processing the survivorship and calculating the 

grid-square level development for each of its cohorts using the logic outlined in sections 4.3.3 and 4.3.4.  

After the calculation of the survivorship and the cohort development, two kernels are executed that carry out 

the dispersal simulation logic outlined in section 4.3.5. The first of these kernels sets up a series of 

supporting arrays used by the dispersal logic (refer to Appendix A). The second kernel performs the dispersal 

logic. The final kernel executed within the cycle is responsible for processing the ovipositing by female 

OWSWF, strikes on livestock agents and application of development rates to each cohort’s insects using the 

logic from section 4.2.7. 

4.5 Concluding Remarks 

This chapter has explored the challenges and factors for developing an agent-based model for simulating the 

invasion of the Old World Screwworm fly in Australia. The logic, initially implemented by Atzeni et.al.[73], 

has been applied at the individual level to produce a highly detailed system, capable of simulating an 

invasion of the insect on a national scale. The model uses a high resolution, cell-based system to represent 

the spatial aspects of the model capturing the dispersal and spatial distribution of the insect over time. The 

approach implements a data up-scaling and interpolation scheme to prepare the data layers for use within this 

high resolution environment. The use of the dynamic agent compression scheme introduced in chapter three 

is explored. Due to the complexity within the OWSWF model, an implementation using the NVidia’s CUDA 

GPU platform is chosen and developed to take advantage of the massive processing potential that its data-

parallel processing approach offers. In order to make effective use of the massively-parallel processing 

environment provided by the CUDA platform, a scheme of partitioning the model’s processing between the 

available threads has been implemented. This scheme uses the grid-squares as the basic unit of parallelism, 

effectively partitioning the processing from the individual agents based upon their simulated locale. A 

detailed analysis of the performance and efficiency of the implementation is presented in the following 

chapter to demonstrate the gains achieved through the use of the GPU.   
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Figure 4.17 Heterogeneous processing within the agent-based implementation. The blue rectangles represent 
processes that are being executed on the Host and the green rectangles indicate processes that are executed on 
the device. The blue lines indicate the path of execution through the processes, with the black lines indicating a 

kernel call across the devices available threads. The green lines indicate a data copy operation between the Host 
and Device.   
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5.1 Introduction 

This chapter provides a detailed analysis of the performance of the NVidia CUDA agent-based 

implementation and a validation of its output against existing models and available expertise surrounding the 

dispersal and establishment of OWSWF within the Australian mainland. The first section of this chapter 

analyses the computational complexity of the simulation in both a single threaded and parallel 

implementation. This section provides the theoretical grounding for the performance analysis and enables 

predictions on the differences in performance between CUDA and non-CUDA implementations. Following 

on from the complexity analysis are two performance comparisons. The first section, which is centred on the 

parallel CUDA implementation alone, uses several experiments to analyse the dispersal of processing 

amongst the CUDA threads within the various processes within the simulation. This section assesses how 

effective the implemented algorithms are at making use of the GPU and, in general, the parallelisability of 

the simulations. The second section uses a set of experiments to compare the runtime performance between 

the parallel CUDA implementation and a logically equivalent single threaded CPU implementation. Several 

controlled experiments are devised that compare the performance between the implementations. 

The final sections of this chapter contain a series of comparison scenarios that validate the results produced 

from the agent-based implementation against the CLIMEX-based implementation that is currently in use. 

The aim of this section is to assess if the lifecycle, agent-based approach provides a realistic simulation of 

the invasion in terms of the livestock strike numbers and spatial distribution according to the Australian 

mainland.   

5.2  Analysing the Complexity  
5.2.1 Components of complexity 

Within the logic of the simulation cycle, there are three basic sets of operations that are executed to model 

the overall phenomena. These sets of operations map to the types of agents used within the logic of the 

agent-based approach. These operations are carried out at the following levels: 

• Individual insect agents 
• Grid-square agents 
• Livestock agents 

Because these operations are associated with different agents, they are carried out using different levels of 

parallelism that are dictated by the model’s data structure that has been outlined in chapter  four. In order to 

assess the overall computational complexity of the model, the individual sets of operations for each agent 

must be assessed separately. The following sections outline the complexity of each stage of the simulation’s 

daily cycle as implemented within the CUDA kernels of the GPU-based simulation.  
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5.2.2 Insect-Agent Level Operations 

The first set of operations analysed are the insect level operations. The individual insect represents the lowest 

level of processing within the simulation. Chapter four provides a complete outline of the daily insect-level 

processing which is summarized by the following list of operations: 

1. Sample random value for survival sampling 

2. Determine survival of the insect using the random value and the calculated survival probability.  

3. Sample random value 

4. Generate dispersal direction using random value 

5. Sample random value 

6. Calculate the dispersal distance using the random value 

7. Calculate the destination grid-square 

These operations have a constant complexity which means that in the simple case, on a single threaded 

implementation, the complexity is directly proportional to the number of insect agents within the simulation. 

The algorithms outlined in chapter four show that the survivability calculations are constant across insects in 

all cohorts, however only the insect agents that are currently in the dispersing cohorts will incur the 

complexity associated with the dispersal operations. In addition, the calculation of the survival percentage 

(Operation 2. above) is calculated at the grid-square level and only consumed at the insect agent-level. This 

component therefore is not counted in the insect level complexity component. The following relationship 

summarises this insect agent logic. 

𝑓 𝑛, 𝑏 = 𝑂(2𝑛 + 5𝑏)     (5.1) 

Where n is the total number of insect agents in the simulation and b is the number of insects in the dispersing 

cohorts. 

5.2.3 Grid-Square Agent Level Operations 

The grid-square agent level operations include the simulation of the lifecycle and dispersal aspects that are 

aggregated to the cohort level within the grid-square agent.  

These operations include: 

1. Calculation of the cohort survival percentages, referenced in the previous section. 

2. Insect re-distribution after the individual-based dispersal 

3. Cohort-level development calculation. 

4. The updates to the cohorts based upon the development calculations. 

These operations are carried out on active grid-square agents within the simulation (i.e. grid-squares that 

have at least one insect agent present within them). The first operation generates the survival probability that 

is used by the insect-level operations summarised in the previous section. This operation has a consistent 
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complexity across all grid-squares and is carried out each cycle.  The second operation is responsible for 

implementing the logic outlined in 4.2.5, where the dispersing insects are re-allocated to more attractive grid-

squares in accordance with the underlying vegetation values and the available wounds. The final operation 

implements the cohort progression logic that simulates the progression of the individual insect from one 

lifecycle cohort to the next. This process is aggregated to the grid-square level as it is a deterministic process 

based upon the data for the grid-square agent. This operation will be consistent across all active grid-square 

agents. The complexity of these operations is therefore expressed by: 

𝑓 𝑔 = 𝑂(𝑔)      (5.2) 

where g is the number of active grid-squares. 

5.2.4 Host Agent Operations 

The final class of operations that relate to the simulation’s logic are responsible for implementing the 

OWSWF oviposition and host strikes. As explained in chapter four, hosts for the OWSWF that are simulated 

within the model include 3 classes of cattle, 4 classes of sheep and an ‘others’ class that aggregates the 

wounds from wildlife and feral animals into a single host type. The operations are simulated at the host level 

and consist of the following tasks: 

• Calculate the number of oviposition successes and number of eggs laid on available host wounds. 

• Determine host deaths based upon mortality rates.  

The complexity of these operations within each grid square can be expressed by the following relationship: 

𝑓 𝑤, 𝑖 = 𝑂(max 𝑤, 𝑖 )    (5.3) 

Where w is the number of available wounds and i is the number of gravid insect agents present within the 

grid-square. 

5.2.5 Complexity in a Parallel implementation 

From the equations outlined in the previous sections, we can see that the overall complexity of the simulation 

is expressed by the combination of the insect, grid-square and livestock agents processing, this being 

(almost) proportional to the overall numbers of each agent. In a single threaded implementation, the 

complexity will simply be expressed by the combination of these relationships, however in the multi-

threaded environment provided by the CUDA implementation this complexity does not provide a good 

measure of expected performance. Within the CUDA implementation, the basic unit of parallelism is the 

grid-square agent, as explained in the approach outlined in section 4.4.6. In addition to this, the number of 

CUDA threads used by the GPU for the processing in the simulation is completely independent of the 

number of agents. This use of parallelism means that the complexity of the overall solution is effectively 

reduced as operations at all levels are parallelised, with the degree of parallelism determined by the 

configuration of threads that can be used to process the logic. This means that the overall complexity of the 
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CUDA implementation is determined by compute capabilities of the CUDA device and the available 

memory (i.e. for the RNG configuration outlined in section 4.4.7). Using the configuration outlined in 

section 4.4.6 with 128 blocks of 128 grids of individual threads, each thread will process approximately 213 

grid squares. In a perfect situation using this configuration, the total complexity is reduced, on average, by a 

factor of 213 due to the dispersal of processing. This perfect arrangement assumes that each grid-square has 

an equal proportion of the insect and host agents allocated to them and hence an equal proportion of the total 

work within the simulation. This is, of course, an unreasonable assumption in the context of a real simulation 

as the proportions of insects and host agents within the grid-square agents will vary greatly. Some grid-

squares will have thousands of agents and other having none. It logically follows that the worst-case 

scenario, in terms of processing and complexity, is when all insect and host agents in the simulation are 

present within a single grid square agent. In this case, the agent processing is all carried out by a single 

thread and effectively serialised, resulting in the same level of complexity as the CPU-based implementation. 

Just as the perfect situation outlined above, this situation is equally unlikely in a real simulation scenario 

except in early establishment of the OWSWF, where relatively small numbers of OWSWF will be present in 

a very small number of grid-square agents. 

From the above examples, it is evident that the grid based data-structure’s ability to evenly disperse 

processing across the available threads will be a key determining factor in the overall complexity of the 

system. The overall impact of the data structure’s dispersal of processing across the threads on the overall 

performance will depend upon the hardware controlled scheduling of threads and warps, in addition to 

latency hiding mechanisms implemented to streamline processing around global memory reads.  These 

aspects are not actually part of the CUDA platform and are specific to the individual GPU hardware 

configurations[10].  

The performance of the simulation’s data structure can be measured by assessing the number of individual 

agents processed per cycle by each individual thread on the GPU. In order to gain an understanding of this 

performance in a ‘real’ world run of the simulation, additional analytics code was added to the simulation 

that records the number of agents processed in each simulation cycle by each thread. Across multiple 5-year 

establishment and spread scenarios, using the default parameter configuration summarised in section 4.3.2 

(with the initial invasion starting at Darwin), the average daily number of agents processed by each thread is 

collected for each month of the simulation. Figure 5.1 presents a scatter plot of the average number of agents 

processed per cycle by each thread (1-16,384) for the first month of the run. Here, it is evident that there are 

many threads that do not perform any processing within the simulation.  
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Figure 5.1 The average number of agents processed by each individual thread in each cycle for the first month of 
the simulation run 

This figure shows that toward the start of the simulation, there is a relatively large standard deviation in the 

results, indicating that there is a large difference between the numbers of agents processed by the available 

threads. This is expected at the start of the simulation, where there are a relatively small number of agents 

across a small number of grid-squares. This situation results in a small number of threads processing the 

majority of the agent logic in the simulation, with many threads not being utilised at all in the early cycles. 

As the number of agents and the number of infested grid-squares increases, the processing load is distributed 

more evenly amongst the available threads. This is evident in figure 5.2 that shows the average number of 

agents processed in each cycle (i.e. day) by each thread for the months 12, 24, 36, 48 and 60. Appendix B 

provides a complete set of scatter plots for each month (1-60) of the sample simulation, showing the average 

number of agents processed in each cycle by each thread for each month. 

As the number of agents processed by each thread increases, the standard deviation decreases, indicating that 

the average difference in the number of agents being processed by the available threads is in decreasing. For 

example, by month number 36, all 16,384 threads are being used within the simulation for agent processing.  

From these plots, it is evident that as more agents are introduced into the simulation, more and more threads 

are utilised with the workload being spread across the available threads. This is a highly desirable trend for 

two reasons; firstly, at the start of the simulation, the use of fewer threads is desirable because of the low 

numbers of agents. At this point in the simulation, the overhead (execution time etc.) of making use of a 

larger number of threads can offset the savings in execution speed made by the distributed processing. 

Second, as the overall number of agents in the simulation increases, the load is naturally balanced without 

the need of a system to explicitly schedule processing across the threads, thus not attracting further overhead. 

The regular pattern of peaks presented within these plots is a result of the thread partitioning discussed in 

section 4.4.7. Because any two adjacent grid-squares are processed by different threads in the 

implementation, in addition to the fact that the invasion moves from a single location outwards, those threads 

that are assigned to grid-squares within the infested zone will process more insects than those responsible for 

the outlying or frontal grids. The result obtained is the pattern observed in figure 5.2   
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Figure 5.2 The average number of agents processed per cycle by each thread for the months 12, 24, 36, 48 and 60 
of the simulation run. 
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Figure 5.3 The total number of agents processed within each month of the simulation. 

To visualise the scale of the processing, figure 5.3 plots the total number of agents processed within the 

simulation for each month of the run. This plot shows a an approximately annual cycle that matches up with 

the seasonal nature of the screwworm fly population’s fluctuation and shows an overall increase in the total 

number of agents as time progresses as the total OWSWF population and spatial distribution increases. 

By contrasting figure 5.3 with figure 5.2, it is evident that by month number 60 in the simulation, there are 

approximately 3 × 109 agents processed, with every thread running on the GPU processing an average of 

between approximately 3,000 to 13,000 individual agents per cycle within that month. This demonstrates that 

as the total number of agents in the simulation increases, their processing is distributed across the available 

threads relatively evenly. The average number of agents processed by each individual thread increases at a 

slower rate than the total number of agents processed within each month of the simulation. This is confirmed 

by the observation that towards the start of the simulation a small number of threads are used to process the 

logic and by month number 60 all threads are in use. From this analysis, it is evident that the grid-based data 

structure provides an efficient platform for the parallel execution of the agent logic. As the spatial 

distribution of the OWSWF population increases it provides a significant overall reduction in the complexity 

through parallelisation of the operations. As mentioned in previous paragraphs, the overall effect of the 

efficient dispersal of processing across the available CUDA threads is still largely determined by the 

hardware-level operation scheduling that is outside the specification (and therefore the control) of the CUDA 

architecture. 
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5.3 Run-time Performance 

This section contains a detailed analysis of the run-time performance of the simulation with the aim of 

determining the effectiveness of the algorithms at making use of the GPU’s multi-threaded execution 

capabilities. This analysis compares the overall performance of the GPU implementation with that of a single 

threaded CPU version that implements equivalent logic. In order to provide a complete analysis of the 

performance, several experiments have been carried out to analyse the trends regarding the execution time 

and the number of agents (of different types) within the simulation for both the CPU and GPU 

implementations.  

5.3.1 CPU and GPU (CUDA) Implementation’s Hardware Overview 

To compare the run-time performance of the CUDA version with a contemporary CPU implementation, the 

logic of the model (which was initially implemented within the CUDA version of the model in chapter four) 

has been implemented within a single threaded CPU based version. This version replaces the mass-parallel 

CUDA kernels with iterative functions that simply process the agent-based logic in a sequential manner 

through each cycle of the simulation. This version runs solely on the CPU with the exception of the data 

upscale and interpolation operations that execute outside the logic’s simulation. These operations will have 

no effect on the analysis as they are consistent between the implementations. Figure 5.4 outlines the pattern 

of execution within the single threaded version of the simulation. 

Calculate	  
Survivorship	  and	  
Development

Disperse	  Female	  
SWF

Strikes	  by	  Female	  SWF.	  
Progress	  Cohorts	  
according	  to	  
Development

Daily	  Cycle

Individual	  Agents

Individual	  Agents

Individual	  Agents

	  

Figure 5.4 Processing of agent’s logic in the single threaded CPU implementation. 

The profiling and performance analysis was carried out using the Microsoft Visual Studio profiling tools. 

These profiling tools allow for the runtime analysis of individual functions within the software and therefore 
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provide the ability to analyse the execution time for both the CPU and CUDA based versions of the model’s 

logic. These tools provide two methods for run time analysis: 

• Direct run time calculation of the function execution. In this approach, the visual studio profiling 

tools directly time the execution of each instance of each function. This approach is incredibly 

resource intensive, and is slow when the software being analysed has a large number of functions 

that are called often thorough the execution.  

• Sample based run-time analysis. In this approach, the profiling tools take sample at discrete regular 

intervals, taking a snap-shot of the current function stack. By analysing the number of samples taken 

when the execution is within a function, the total execution time for the function can be calculated. 

This approach is more efficient than the direct timing approach and its efficiency is constant with 

regard to the number of function calls within the execution. 

Before the performance analysis was conducted, a simple comparison of the two profiling methods was 

carried to assess the feasibility of the Visual Studio profiling tools. The analysis showed that both methods 

produced the required metrics (i.e. a relative indication of the run-time for individual functions within the 

model), however running the profiling tool on the simulation using the direct timing approach took far longer 

than the sampling approach and proved infeasible for conducting the analysis in a timely manner. In addition 

to this, the profiling process produced analysis files that were too large to actually be analysed within visual 

studio. Both the large file size and the long profiling time are due the large volume of individual function 

calls that occur within the software (both the CPU and CUDA implementations). Figures 5.5 and 5.6 together 

provide a snapshot of the function call tree of the core simulation functions and the model’s supporting 

functions, such as the data management and memory allocation. These figures show the large number of 

functions within the model and the complex arrangement of function calls that make the direct analysis 

method inefficient. 

The system used for the performance analysis was a desktop computer with 16 Gigabytes of main memory, 

an i7-3770 3.4GHz processor, a 120 Gigabyte solid state hard disk drive and an NVidia GeForce GTX 680 

with 2 Gigabytes of DDR5 memory. This machine was chosen as it represents a system that is readily 

available, composed of off-the-shelf components and suitable for office use by subject matter experts. Output 

analysis using this machine will also provide an understanding of how the models analysis processing 

performs in a real-world situation (e.g. Using GIS software for the analysis and visualisation).  

 

As a result of this initial experimentation, the sampling approach was adopted as it provided the metrics 

required for the analysis and proved to be far more efficient for collecting the data from the simulation runs.  
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5.3.2 Scenarios and Tests 

Complexity analysis covered in section 5.1 showed that the two key components of the complexity within 

the processing of the model are the grid-square level operations and the insect agent-level operations. In 

order to gain an understanding of how the performance differs between the single threaded implementation 

and the massively parallel CUDA implementation, two scenarios have been devised that are aimed at testing 

how the different components of the complexity actually affect the performance within the implementation.  

In the first testing scenario, the number of grid squares in the simulation (i.e. the area being simulated) is 

varied with a fixed configuration of agents within each grid square. The configuration of insect agents within 

each grid square is designed to reflect an evenly distributed population within that would expect to see in a 

real world situation. For the analysis scenarios, 100 insect agents are distributed evenly across the larval, 

pupal and adult life stages. This configuration is used to populate each grid square in the scenario. The 

testing scenario is set in northern to central Queensland, covering an area with varying vegetation, soil 

suitability and host availability. This test is designed to see how the parallel implementation compares to the 

single threaded implementation where the spatial distribution of the insect invasion is varied, as would be 

observed in a real-world simulation. The test will allow the analysis of the scalability of the GPU 

implementation with the spatial distribution of the insect invasion and compare this to the performance 

achieved by the CPU-only implementation. This experiment will test the simulation on spatial distributions 

ranging from 1,000 to 100,000 square kilometres within central Queensland.  

In the second testing scenario, the spatial distribution of the insect population is kept constant across each 

test scenario, and the number of insects within this fixed spatial distribution is changed. This is achieved by 

varying the number of insect agents within each individual grid square for each scenario.  

In contrast to the first experiment, where the insect population within each grid square is spread evenly 

across all life stages of the lifecycle, this experiment varies the number of insect agents starting in the egg 

cohort and runs the simulation for 21 days. This time period is enough time for these insect agents to 

complete their lifecycle (and produce off-springs). The aim of this experiment is to test the efficiency of both 

implementations for processing all stages of the lifecycle logic for different populations of insect agents for a 

fixed spatial distribution. This, in effect, will test the scheduling of CUDA instructions where only a small 

proportion of the available CUDA threads are in use within a ‘real-world’ scenario. For the analysis, a fixed 

spatial distribution for 1,000 square kilometres is used with insect numbers ranging from 100 through to 

1,000 insects starting in the egg cohort. 
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Figure 5.5 The Function call tree for the core simulation functions in the CUDA implementation 

	  

Figure 5.6 The Function call tree for the supporting simulation functions in the CUDA implementation 
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5.3.3 Results and Discussion 

Through all experiments, the CUDA (GPU) implementation showed superior performance, achieving a faster 

run times across all trials. Figure5.7 shows the summary of the results from the first experiment. This figure, 

which shows the average number of profiling samples (effectively the simulation run-time), recorded against 

the spatial distribution of the insect invasion simulated. The results measured show that as the spatial 

distribution increases, the execution time for both the CUDA and CPU implementations of the simulation 

increases. Within figure 5.7, the number of execution samples is scaled according to log(base 10) due to the 

large disparity between the results for the CPU and CUDA implementations. With this scaling in mind 

within the presentation, it is evident that as the spatial distribution increases, the execution time for the CPU 

implementation increases at a much greater rate than the CUDA implementation. This is especially evident 

for spatial distributions between 1,000 and 20,000 square kilometres, where there is a 12-fold increase in the 

execution time for the CPU implementation compared to a 40% increase in the execution time for the CUDA 

implementation for the same spatial distribution.  

	  

Figure 5.7 The Execution samples vs the Spatial distribution for the CUDA and CPU implementations. 

Figure 5.8 plots the average execution samples (i.e. execution time) for the individual insect agents against 

the spatial distribution for the first experiment. These results show that as the spatial distribution increases, 

the average execution time for each individual insect agent decreases. As the spatial distribution increases 

above 10,000 square kilometres, the average execution time for the CPU implementation remains constant at 

around 0.005 samples per agent. In contrast, the average execution time per insect in the CUDA 

implementation continues to fall right up to the extent of the experiment. Through the entire range of the 

spatial distribution in the experiment, the average execution time per insect for the CUDA implementation is 

less than that for CPU implementation.   
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Figure 5.8 Average samples per agent for the CUDA and CPU implementations 

This trend, which is consistent with the results of the analysis in section 5.2.5, shows that as the simulation 

progresses and the spatial distribution increases, the overall efficiency increases. For example, as the spatial 

distribution increases from 50,000 to 100,000 square kilometres, there is an approximately 500 sample 

increase in the execution time measurement. Across this spatial distribution, there is an increase from 

5,000,000 insect agents within 50,000 square kilometres to 10,000,000 insect agents within 100,000 square 

kilometre distribution. This results in an increase in the per-insect efficiency, which is reflected in figure 5.8. 

The second experiment revealed similar but less dramatic results. Again, the CUDA-based implementation 

provided superior performance results with lower execution times across the range within the experiment. 

Figure 5.9 plots the number of starting eggs against the execution samples (i.e. the execution time) for this 

experiment. This figure reveals a relatively modest increase in the execution time across the starting egg 

ranges for both the CUDA and CPU when compared with the trends in the results in the first experiment 

involving the spatial distribution. For the CUDA implementation, there is approximately 1,000 samples 

difference in the range of 100 starting eggs to 1,000 start eggs. A similarly ‘flat’ trend is reflected in the CPU 

results with a 2,000 execution sample difference across the same starting egg ranges. Figure 5.10 plots the 

average samples per agent across the 21 days of the scenario, against the number of start eggs in the test. 

These results follow the same trend as those of the spatial distribution experiment with the average samples 

per agent falling as the number of agents increases within the model.  
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Figure 5.9 Execution samples vs Start eggs in the experimental scenario. 

	  

Figure 5.10 Average Execution Samples per Agent 

Comparing the results from these experiments reveals the following trends in the run-time performance of 
the simulation: 

• As the number of agents within the simulation increases, the average execution time for the 

individual agents is reduced. This is observed both across an increasing spatial distribution and with 

a fixed spatial distribution within the model. There are two main explanations for this trend. Firstly, 

there are overheads that are constant through all runs of the simulation (i.e. for any spatial 

distribution and number of agents). As more agents are added to the simulation, the cost of these 
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overheads is averaged across a greater number of agents. Secondly, as observed in section 5.2.5, as 

the spatial distribution of the simulation increases, more threads are put into use for processing the 

agent’s logic. The larger number of threads results in a larger number of parallel operations, hence 

reducing the execution times of the agents dispersed across the threads. 

• Both the number of agents within the simulation and the distribution of the agents affect the 

execution run-time, with the spatial distribution having the greatest influence on the run-time due to 

the additional overhead of each grid-square that is incurred. This is evident from the differences 

between the data plotted in figures 5.7 and 5.9. Figure 5.9 shows that as the number of agents is 

increased within a fixed spatial distribution, the execution time has a modest increase, when 

compared to the increase in execution time plotted in figure 7 as the spatial distribution is increased. 

• Throughout the experiments, the CUDA implementation achieved both faster execution times per 

agent and lower overall execution times with varying spatial distribution and varying numbers of 

agents. In the first experiment, the CUDA implementation’s execution time scaled well against the 

spatial distribution, with only a modest increase in the execution time over the range of spatial 

distributions tested. This is a highly desirable trend as it indicates that the simulation will perform 

well in ‘real-world’ simulation runs where the spatial distribution increases.   

5.4 Validation 
5.4.1 Overview and Comparison Approaches 

A key step in the overall development of the simulation is the validation of the output against output from the 

existing modelling systems and the accepted observed trends in the distribution of the OWSWF population in 

areas where insect is endemic, such as Southeast Asia and the middle-eastern regions. There are three key 

areas for comparison that need to be taken into consideration for validating the agent-based model. These 

include: 

• The spatial distribution of the insect, looking at the extent of the distribution for both 

implementations along with the pattern of the insect spread. 

• The density of insects within the spatial distribution. This will involve comparing the densities of 

regions between the outputs of the two implementations. 

• Livestock strikes by gravid female OWSWF. This will involve comparing the incidents of OWSWF 

strike at specific locations over time between the two implementations.  

The agent-based CUDA implementation will be validated against the CLIMEX growth Index-based using 

these metrics across a range of scenarios, with a variety of invasion starting points. This process will provide 

a comprehensive comparison between the models across a range of environments, and provide insight into 

the effects of the updated parameters and logic that have been added based upon the findings that have been 

published since the development of the existing CLIMEX-based model.  
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5.4.2 Scenarios and Configurations for both GPU and CLIMEX Implementations 

The analysis work performed as part of the CLIMEX model development outlined in [20] provides an 

analysis of the output for a series of scenarios covering a range of locations across northern and eastern 

Australia. The scenarios analysed for the comparison are the CLIMEX models endemic scenarios. These 

scenarios simulate the invasion of the OWSWF into Australia without any control or eradication measures 

applied over the course of the invasion. Essentially this models a natural, un-inhibited, invasion and 

establishment of the OWSWF in the continent. These simulations have been re-created using the CLIMEX 

modelling software for comparison with the Agent-Based CUDA implementation. The CLIMEX scenarios 

have been designed to use favourable conditions for the OWSWF establishment and spread along with the 

host ratio-based weekly dispersal distance median configuration. The scenario start points are enumerated 

below: 

1. Darwin 

2. Wyndham 

3. Bamaga 

4. Broome 

5. Karumba 

6. Brisbane 

7. Sydney 

8. Townsville 

These start points were chosen as they represent a range of different environments from tropical rain-forested 

areas through to temperate regions. They also include realistic locations where the OWSWF could be 

introduced through human activity (e.g. shipping). The relevant configuration parameters and their values 

from the CLIMEX-based model are summarised in figure 5.11. As mentioned above, these parameters 

constitute favourable conditions for OWSWF establishment and spread. This configuration is used across all 

validation runs used in this analysis, with only the entry point altered to compare the results of the two 

models from different invasion points. Samples of the spatial distribution for each scenario are made at 12, 

24 and 36 month intervals within each run to provide the ability to compare the rate at which the OWSWF 

spatial distribution changes over time. These samples will also allow the analysis and comparison of the 

OWSWF density patterns within the invested zones.  
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Figure 5.11 The CLIMEX analysis scenario 

The CLIMEX-based system’s configuration uses the wet season vegetation layers and the warm soil, 

moisture and temperature layers. These scenarios start in week number 1 of the year with 10 female SWF 

initiating the invasion, providing ample time in the summer months for the invasion to establish, even at the 

lower latitudes where the winter temperatures might cause small incursions to die out. 

The agent-based CUDA implementation has an equivalent configuration, using the default parameter values 

for the lifecycle algorithm that is outlined in chapter 3. The same wet vegetation layer, warm soil and 

moisture percentage layers are used in the simulation along with the livestock and wildlife layers from the 

original implementation. These simulation runs were started on January 1, 2000 and run through to 

December 31, 2002, using weekly average minimum and maximum temperature data from this period. The 

temperature data from this time period represents a series of relatively average years as demonstrated in 

figure 5.12, which plots the monthly average minimum and maximum temperatures for 2000 till 2013. The 

only slight anomaly within this time period is a cool than average summer in the stat of 2002, which marks 

the end of the scenarios time period.  
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Figure 5.12 The average month’s minimum and maximum temperatures from January 2000 till December, 2012 

In addition to mapping output samples that show the spatial distribution of the insect, the CLIMEX-based 

model produces detailed reports that include time-path statistics for each livestock class (i.e. cattle and 

sheep). These time-path reports, which use a six month interval, include the OWSWF strike rate for each 

class within each time period. An equivalent statistic is calculated from the agent-based implementation by 

tracking the number of livestock in the affected area and the number of strikes occurring in each day. This 

will allow for a direct comparison between the two models with respect to the strike rate. The spatial output 

of both models consists of distribution maps that show the density of the female SWF across the Australian 

continent. The CLIMEX-based model uses a distribution map consisting of 20Km x 20Km grid-squares that 

show the weekly density (per square kilometre) of gravid female SWF. The agent-based implementation uses 

the higher-resolution 1km x 1km distribution map that shows the density of screwworm fly within all cohorts 

of the adult lifecycle stage.  The agent-based implementation uses a daily simulation cycle, with each 

distribution map representing the state of the OWSWF invasion at the end of each day’s cycle.  Strictly 

speaking, the distribution maps produced by the two implementations are not actually equivalent, however, 

due to the difference in the temporal resolution between the distribution maps, comparing the weekly gravid 

female density with the total daily adult OWSWF population (from the agent-based implementation) 

provides a better comparison of the overall population patterns. Comparing a single daily population map 

from the lifecycle model with a weekly population map of the CLIMEX model, tends to result  in either over 

or under representation of the gravid OWSWF that are actually present within the lifecycle model for the 

period of days that the population map of the CLIMEX model represents. For example, we are comparing a 

week’s average density map with one day’s instantaneous density map. Comparing the population of the 

entire adult OWSWF stage, which includes cohorts ‘either side’ of the gravid cohorts captures those flies that 

will become gravid within the week being analysed and those that were gravid within the week, given that 

cohorts (approximately) represent under one day of development. This assumption is sound because the all 
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cohorts in the adult life stage, including the gravid females, all have the same development and survivability 

functions and rates applied to them.   

The result of the difference in the metrics being compared is that the population maps for the CLIMEX-

based implementation range from 0 to 150+ gravid female OWSWF and the maps from the lifecycle 

implementation range from 0 to 300+ as they include all OWSWF in the adult life stage (of which the gravid 

female OWSWF are part). 

Because the CUDA-based implementation uses a stochastic approach to model the underlying biological 

randomness, 10 trials were run for each scenario to ensure that outlier behaviour was identified. It was 

observed in the output that across all trials for each scenario, there were no significant differences in the 

spatial distribution (most likely due to the insect-level stochastic modelling that effectively averages across 

the simulation in each cycle). As a result, it was determined that a single spatial distribution map 

(representing a single individual run from one of the 10 trials for each scenario) would be sufficient for the 

qualitative analysis. The livestock time-path analysis in section 5.5 is based upon average statistics across the 

10 runs for each scenario.   

5.4.3 Spatial Patterns of Dispersal and Distribution Results 

The following sections contain the population distribution maps for the scenarios starting at the locations 

specified in the previous section. Each figure contains snap-shots at 12,24 and 36 months within each run 

from left to right or top to bottom, respectively.  The first set of results presented in figures 5.13 and 5.14 

show the population distributions for the CLIMEX-based model and the agent-based model for an invasion 

starting at Darwin. The maps from the CLIMEX-based model show that at 12 months, most of the Northern 

Territory’s top end is covered with the highest population concentrations around Darwin itself and northern 

parts of Arnhem Land. By 24 months, the distribution has reached Karumba in the east and is approaching 

Derby and Broome in the west.  Colder temperatures, lack of hosts and vegetation have restricted the 

southerly spread to be not much further than 12 months before. The main population concentrations still lay 

around Darwin and eastern Arnhem Land as well high concentrations in northern Arnhem Land.  After 36 

months, the invasion has penetrated deep into northern Queensland with a large population concentration 

present in the north-western regions below Cape York, surrounding Karumba.  
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Figure 5.13 The CLIMEX results for the Darwin scenario at 12, 24 and 36 months. 

	  

Figure 5.14 The agent-based model results for the Darwin scenario at 12, 24 and 36 months. 

This high density area is due to the livestock production in this area, resulting in a large number of suitable 

hosts. Southerly expansion into the Northern Territory is relatively un-changed from 12 months before and 

the westerly-most point of expansion now covers Broome. The agent-based implementation predicts a much 

more modest rate of expansion with about half of the Northern Territory’s top end covered by the invasion. 
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The population distribution within the affected area is similar to that predicted by the CLIMEX-based model 

with high densities around Darwin and in the north of Arnhem Land.  After 24 months, most of the Northern 

Territory’s top-end is covered, showing similar population distributions to those shown in the CLIMEX 

model at 12 months. After 36 months, the entire top-end of the Northern Territory is covered and the western 

extent finishes just past Wyndham. The eastern extent of the predicted invasion is far short of that shown in 

the CLIMEX-based model, with the most eastern end only just approaching the Northern Territory-

Queensland border. The population distribution within the affected area reflects the spread patterns predicted 

by the CLIMEX-based implementation with high population densities around Darwin, northern and central 

Arnhem Land. There is a noticeable low population density region around Wyndham that is consistent across 

both models. The agent-based implementation predicts a similar southern extent which is reached between 

24 and 36 months.  

Figures 5.15 and 5.16 show the population distribution at 12, 24 and 36 months for an invasion staring at 

Broome WA, for the CLIMEX-based and Agent-based models. The CLIMEX-based model predicts a far 

less dramatic spread rate than that seen in the Darwin invasion. The predicted insect spread is restrained to 

the coastline by inhospitable desert regions. The predicted spread is primarily north toward Wyndham with 

intermediate population densities established in the Kimberly and Broome regions. By the third year, the 

insect is predicted to spread to the more hospitable top-end of the Northern Territory with population 

densities similar to those seen in the Darwin scenario results.  The southerly extent of the invasion extends 

only moderately with the former range extending towards Port Headland. The agent-based implementation 

predicts a more modest rate of spread, with the extent predicted in the first 12 months laying at the edge of 

Kimberly in the north and only 50Km south of Broome. By the second year, the predicted distribution 

extends into the Kimberly, showing similar density patterns to those observed in the first and second 12 

months of the CLIMEX-based implementation. The former range of the southerly spread is similar across 

both models with both showing former ranges near Port Headland. By the third year, the predicted 

distribution has penetrated deeply into the Kimberly region, but fails to reach past Wyndham into the 

Northern Territory’s top-end. The inland extent of the invasion is similar to that predicted by the CLIMEX-

based system, with the predicted former range following a similar pattern as south of the Kimberly. The 

former range of the southerly spread is also comparable to that predicted in the CLIMEX-Based model.  

Figures 5.17 and 5.18 show the predicted spread of the OWSWF after an invasion at Wyndham, WA, for the 

CLIMEX-based model and the agent-based implementations. The CLIMEX-based implementation predicts a 

similar rate of spread to the Darwin invasion with approximately half of Arnhem Land covered after first 

year and significant southerly spread well into the Kimberly region. By the end of the second year, all of 

Arnhem Land is covered and the invasion has reach Broome in the west. 

 



126 

	  

Figure 5.15 The CLIMEX results for the Broome scenario at 12, 24 and 36 months. 

 

	  

Figure 5.16 The Agent-based results for the Broome scenario at 12, 24 and 36 months. 
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Figure 5.17 The CLIMEX model results for the Wyndham scenario at 12, 24 and 36 months 

 

	  

Figure 5.18 The agent-based model results for the Wyndham scenario at 12, 24 and 36 months 

The population across the Northern Territory’s top-end is virtually identical to the Darwin invasion with high 

population densities in Arnhem Land, Darwin and intermediate densities across the Kimberly area. By the 

third year, the invasion has reached the Northern Queensland cattle producing regions and the former range 

of the invasion extends toward Port Headland in the west. As with the previous scenarios, the agent-based 
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implementation predicts a more conservative spread that follows similar density patterns to the CLIMEX-

based model’s predictions. After the first year, the invasion has only just entered the Northern Territory’s top 

end, however the spread within Kimberly region closely reflects that predicted by the CLIMEX 

implementation. The second and third years see the invasion cover around half of the Northern Territory’s 

top-end, with the western extent of the invasion reaching Broome. As with the previous scenarios in this 

area, the invasion is constrained to the coastal regions due the inhospitable desert barrier inland. The inland 

extent shows a similar former range to the CLIMEX-based models prediction, with the lower densities 

around Wyndham predicted in the previous scenarios.     Figures 5.19 and 5.20 show the predicted 

distribution of an invasion starting at Karumba, on the south-western edge of Cape York. The CLIMEX-

based implementation predicts an extensive spread from this invasion point, penetrating deep into 

Queensland, almost reaching Cairns in the east after the first year. By the second year, most of Queensland is 

covered with the westerly extent of the invasion approaching the Northern Territories’ top-end. Significant 

population concentrations are predicted through the centre of Queensland and along the coastal areas near 

Cairns and Townsville. By the third year, the invasion has reached south toward Brisbane and the Northern 

Territory’s top-end is completely covered. Predicted population densities in this area are consistent with the 

previous scenarios. The inland spread is constrained by inhospitable desert regions, resulting in limited 

spread inland beyond central Queensland. The agent-based implementation predicts similarly vast invasion,  

	  

Figure 5.19 The CLIMEX model results for the Karumba scenario at 12, 24 and 36 months. 

however the overall rate of expansion is less than that that predicted by the CLIMEX-based implementation. 

After the first 12 months, the agent-based implementation predicts more modest spread toward central 

Queensland, with population density patterns that are similar to those predicted in the CLIMEX-based 
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implementation. In the second and third years, most of northern and central Queensland is covered. The 

extent of the western spread is quite modest, only extending just past the Queensland-Northern Territory 

border, compared to the CLIMEX-based implementation. The other key difference between the spread 

patterns is the inland western spread. The agent-based implementation predicts higher population 

concentrations south-west of Mount Isa. This spread does not lay outside the former extent predicted by the 

CLIMEX-based system and the difference in population pattern is likely due to difference in the temperature 

data layers, with more favourable temperature over the time period of the agent-based scenarios. (I.e. the 

average temperatures from the CLIMEX implementation are lower than the actual temperatures used in the 

agent-based implementation)   	  

	  
Figure 5.20 The agent-based model results for the Karumba scenario at 12, 24 and 36 months. 

Figures 5.21 and 5.22 show the predicted population distribution for an invasion at Townsville. Like the 

Karumba invasion scenario, the CLIMEX-based implementation predicts an extensive distribution across 

Queensland and south into northern regions of NSW.  The spread patterns reflect those seen in the Karumba 

invasion with large population densities established throughout central Queensland . At the end of the third 

year, the invasion stretches from past the Northern Territory-Queensland border in the north and the New 

South Wales-Queensland border in the south, including the Brisbane region. The agent-based 

implementation predicts a more conservative distribution that is consistent with the results of the other 

scenarios.  
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Figure 5.21 The CLIMEX model results for the Townsville scenario at 12, 24 and 36 months. 

	  

Figure 5.22 The Agent-based model results for the Townsville scenario at 12, 24 and 36 months. 

Within the first year of the simulation, the predicted distribution penetrates in towards central Queensland 

and stretches north up Cape York. Throughout the second and third year, the invasion ranges from Mackay 
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to Cape York and west to the Northern Territory- Queensland border. The densities seen within this area are 

consistent with those shown in the previous scenarios and reflect those seen in the CLIMEX-based models 

predictions. This includes large population densities in central Queensland where there are large livestock 

populations provide ample hosts for the OWSWF.  	  

Figures 5.23 and 5.24 show the predicted population distributions for invasions for an invasion starting in 

Brisbane. The CLIMEX-based approach predicts a more conservative spread pattern (when compared to the 

Townsville and Karumba scenarios), with the first year of the invasion seeing only the area stretching from 

the Sunshine Coast in the north to the New South Wales-Queensland in the south. The second and third years 

see the invasion spread to Cairns in the north and Sydney in the south. The invasion spread west into north-

western NSW, with high OWSWF densities in these areas. The agent-based implementation predicts a very 

similar spread pattern in the first 12 months. In the second and third years, the agent-based approach predicts 

more conservative spread, reaching only to Rockhampton in the north and Newcastle in the south. Westerly 

spread is also more conservative.    

	  

Figure 5.23 he CLIMEX model results for the Brisbane scenario at 12, 24 and 36 months. 
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Figure 5.24 The Agent-based model results for the Brisbane scenario at 12, 24 and 36 months. 

The final set of figures (5.25 and 5.26) show the predicted distributions for an invasion at Sydney. These 

scenarios only contain population distribution maps for two years as the agent-based implementation predicts 

that the population of OWSWF dies out mid-way through the first year. The CLIMEX-based implementation 

predicts a very modest invasion, where only the immediate area around Sydney is infested. By the end of the 

second year, this model predicts that a population stretching from Newcastle in the North to Nowra in the 

south. Through the predicted invasion area, the predicted population densities are relatively modest. The 

agent-based approach predicts that a small population is established inland in the initial weeks of the 

invasion. During the early winter months of the first year, this population is wiped out by a combination of 

the lower temperatures and the low population densities achieved in the initial months. 	  
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Figure 5.25 The CLIMEX model results for the Sydney scenario at 12, 24 and 36 months. 

	  

	  

Figure 5.26 The Agent-based model results for the Brisbane scenario at 12, 24 and 36 months. 
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5.4.4 Spatial Distribution Analysis 

The results observed from the scenarios in the previous section show that the agent-based based 

implementation performed consistently and produced the expected predictions for the spatial distributions 

within the scenarios. In all scenarios, the agent-based implementation predicted population density patterns 

that were consistent with those observed from the CLIMEX-based system. Key examples of these 

corresponding population/dispersal trends can be seen include the following: 

• In the scenarios where the OWSWF is predicted to spread to the cattle producing areas of northern 

and central Queensland where there is high host availability, both models predict high OWSWF 

densities. These population densities (consistent between both models) indicate that the lifecycle 

algorithm within the agent-based implementation produces the appropriate sensitivity to increased 

host availability and that the wounding and strike rates that are relevant to the production type 

(extensive or intensive) produce the appropriate number of strikes. 

• In the Broome/Wyndham scenarios where host availability and vegetation patterns result in lower, 

coast-bound, OWSWF population distributions that are reflected across both systems. A similar 

situation can be seen in Darwin and Wyndham scenarios where the southern spread of the insect is 

halted by unsuitable conditions. The predicted southerly spread in these scenarios closely matches 

that predicted by the CLIMEX system.  This indicates that the lifecycle and dispersal algorithms 

implemented within the agent-based approach provide the appropriate level of sensitivity to effects 

of vegetation of the OWSWF population’s dispersal pattern and population mechanics.  

• The dispersal patterns exhibited by the spread of the OWSWF invasion closely match those 

predicted by the CLIMEX implementation. As mentioned before, this can be seen in the Wyndham 

and Broome scenarios and where the OWSWF population disperses along the coast line. A similar 

trend can be seen in the Cairns and Karumba scenarios, where the OWSWF dispersal towards the 

northern territory is constrained to the coastal regions. Furthermore, the spread patterns predicted by 

the agent-based implementation in and surrounding the high host-density areas in central 

Queensland, show that there are high spread rates within and into the high host-density areas. This is 

consistent with the implemented logic and is also reflected by the predicted distributions from 

CLIMEX-based implementation.  

• The agent-based implementation uses daily temperature data (minimum and maximums) in place of 

weekly averages that are used original lifecycle implementation and the temperature indices used in 

the CLIMEX-based model. The use of the weekly averages has the effect of smoothing out 

temperature extremes and the effects of exceptionally low and high temperatures on individual days 

are not captured within the model. As mentioned in chapter 4, by using the daily temperatures, the 

effects of short-term temperature highs and lows are captured.  

Although broadly speaking, the population characteristics within infested zones (i.e. the spatial distributions) 

are consistent between the two models, the rate of spread predicted by the agent-based implementation is 
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more modest. This trend is consistent across all of the scenarios that have been analysed and can be seen 

most clearly in the Karumba, Cairns and Darwin scenarios. These more modest distribution predictions are 

expected and result from key differences between the agent-based implementation and the CLIMEX-based 

implementation (and the lifecycle algorithm that was used to calibrate the CLIMEX-based approach): 

One of the major differences between this agent-based implementation model and both the CLIMEX-based 

simulation and the original lifecycle implementation is the higher resolution, stochastic, dispersal sub-model 

directly adopted from [82]. As described in the previous chapter, in both of the original modelling 

approaches, pre-calculated 5 x 5 grid (20Km2 resolution) templates were used to disperse the insects from the 

centre (originating cell). These templates were produced by dispersing 104 insects from a random start 

position within the centre cell, using a uniformly random direction and distance sampled from the Cauchy 

distribution. The number of insects dispersing to each of the surrounding cells is the used to produce the 

spread templates. These templates are also adjusted so that they are symmetrical to provide a uniform 

average pattern. In order to validate the use of the higher resolution 1Km x 1Km grid approach, these 

experiments were replicated using the higher resolution. In this experiment, each of the 1Km x1Km that lay 

within the centre 20Km x 20Km cell. Each of these 1Km2 squares is allocated 2,500 insects, totalling 104, 

which are then dispersed according to the above process. The results of this experiment are presented in 

figure 5.27.  

	  

Figure 5.27 The dispersal pattern for high resolution insect dispersal with a 2Km median dispersal distance 

From this experiment, it is evident that the 1km2 implementation produces a more circular dispersal pattern 

with more modest extremes overall. For example, around the outer extremes, the extent of the spread for the 

1km2 implementation is, in many places, a few kilometres less than the outer extremes of the 20Kms grids. 

This is expected as, statistically, the distance from the centre point increases, the expected OWSWF 

population proportion falls off. 

By re-creating this experiment using the higher-resolution grid it is evident that using the lower resolution 

approach results in a situation where the dispersal templates under-fit the relationship at the extreme 
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distances. For example the majority of the population allocated to the equivalent area in the high resolution 

implementation resides closest to the inner corners, whereas in the low resolution version the population is 

evenly distributed across the equivalent area. Although the differences between these extremes are modest, 

when applied hundreds of thousands of times they can add up to a distinct difference in the dispersal rate of 

the OWSWF (i.e. a lower overall rate of spread). 

In addition to the differences in the base dispersal estimates, the re-allocation process (which is designed to 

‘pull’ OWSWF to more attractive grid-squares with higher numbers of hosts and higher vegetation indexes) 

also plays a part in the reduced rate of spread. Recall from chapter four that the host and vegetation layers are 

up scaled to produce smooth data layers for the higher resolution model. Figure 5.28 demonstrates the results 

of upscale operation on the 1Km2 layer across the 20Km2 grids. 

	  

Figure 5.28 The up-scaled 1Km2 vegetation layer (left) in comparison in the 20Km2 vegetation layer(right) 

When the re-allocation algorithm is applied using the higher resolution up-scaled layers, it has the effect of 

pulling a larger proportion of individual insects into areas where in the 20Km2 resolution implementation 

there are fewer. For example in figure 5.26, more insects will be pulled to the 1Km2 squares that occupy the 

area of the right two 20Km2 grid-squares. This is another example of under-fitting within the lower resolution 

implementation. This will not directly affect the rate of spread because the whole system will average out 

across multiple grids. However, it will lower the density of the OWSWF in the area of the first 20Km2 area 

(made up of the 1km2 grids) compared to the low resolution model, which will ultimately affect the spread 

median from these grid squares when the variable spread rate, outlined in chapter four, is applied. 

5.5 Simulated Livestock Strikes  
5.5.1 Livestock Strike Time-Path Analysis 

The final aspects of the OWSWF invasion that will be analysed in this chapter are the effects on livestock by 

the invading insects. This will be achieved by analysing the numbers of livestock affected in the invasion 

areas and strike rates on the livestock in the affected area. The number of livestock strikes and the strike rates 

on the livestock classes are significant because they are the key metrics that are used to calculate the direct 

economic costs of the invasion. It is from this basic measure that the overall impacts on the livestock 

industries within Australia are calculated. Figure 5.29 summarises this relationship in the architecture of the 

models. 
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Figure 5.29 The linkage of the economic modelling processes to the biological model 

These results are captured within the CLIMEX-based implementation through the production of time-path 

reports that contain average strike rates and numbers of livestock for each livestock class within the invasion 

area. These reports are aggregated to six-monthly averages for each six-month block of the simulation run. 

Similar statistics are produced by the agent-based implementation for each day (i.e. cycle) of the simulation. 

In order to validate the agent-based implementation against the CLIMEX-based system (and analyse any 

differences), the following sections contain a comparison for the livestock time-path reports from the 

CLIMEX-based system with the output from the agent-based system.  

For this analysis, two scenarios will be used; one with an invasion starting at Darwin and the second with an 

invasion starting at Brisbane. These scenarios have been chosen because they represent two climatically 

different zones. In addition to the climatic differences, these invasion start points lie in livestock producing 

areas with different population characteristics. Within both modelling system, most livestock production in 

the Northern Territory is classified as Extensive (based upon the livestock density) whereas both livestock 

production in southern and central Queensland are classified as Intensive. By using invasion points in areas 

with different livestock classes, a complete comparison between the behaviours and patterns of the strike 

rates between the models can be achieved. The scenarios analysed in the comparison used the same 

configure of bio-climatic parameters as those in the spatial analyses outlined in the previous section. The 

time-paths for the extensive and intensive livestock strike rates from the CLIMEX-based model for the 

Darwin and Brisbane scenarios are shown in figures 5.30-5.32. Figures 5.30 and 5.31 show the time-path 

results for the Darwin scenario in the CLIMEX model. Figure 5.32 shows the time-path results for the 

Darwin scenario in the Agent-based model. There is no intensive livestock time path for this scenario as the 

model predicts that no intensively farmed livestock are affected in the scenario. 
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Figure 5.30 Average extensive livestock strike rates for all livestock classes in the Darwin scenario by month in 

the CLIMEX model 

	  
Figure 5.31 Average intensive livestock strike rates for all livestock classes in the Darwin scenario by month in 

the CLIMEX model 
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Figure 5.32 Average extensive livestock strike rates for all livestock classes in the Darwin scenario by month in 

the Agent-based model 

Figures 5.33-5.36 show the time-path results for the livestock in the Brisbane scenario for the CLIMEX and 

agent-based models. Figures 5.33 and 5.34 show the intensive and extensive livestock time-paths for the 

Brisbane scenario in the CLIMEX model.  

 

	  
Figure 5.33 Average extensive livestock strike rates for all livestock classes in the Brisbane scenario by month in 

the CLIMEX model 
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Figure 5.34 Average intensive livestock strike rates for all livestock classes in the Brisbane scenario by month in 

the CLIMEX model 

Figures 5.35 and 5.36 show the intensive and extensive livestock time-paths for the Brisbane scenario in 

agent-based model. 

	  

Figure 5.35 Average extensive livestock strike rates for all livestock classes in the Brisbane scenario by month in 
the Agent-based model 
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Figure 5.36 Average intensive livestock strike rates for all livestock classes in the Brisbane scenario by month in 
the Agent-based model 

The results presented within these strike rate graphs complement the population distribution maps presented 

in the previous sections. All graphs show the seasonal patterns, reflecting the summer and winter periods of 

expansion of the OWSWF population in response to the environmental conditions. This seasonal pattern also 

reflects the wounding rates for each class that correspond to the farming and husbandry practices relevant to 

each species. Within the Darwin scenario, the extensively farmed livestock are mostly affected. In the 

CLIMEX model, the intensively farmed animals are only affected when the invasion front reaches the 

northern Queensland regions. (i.e. there are no intensively farmed animals in the northern territory). In the 

agent-based implementation, the invasion never reaches the intensively farmed areas of Queensland and as a 

result no intensively farmed animals are affected. The wounding rates between the two models are 

comparable, showing the same seasonal patterns with calves, cows and bulls incurring comparable wounding 

rates. The extensively farmed sheep areas are only reached by the invasion front at the 24th month in the 

CLIMEX model and 54th month in the agent-based implementation. This timing reflects the rates of spread 

predicted within each model, with the agent-based implementation predicting a much slower rate of spread. 

The time-path results from the Brisbane scenario are much harder to compare due to the differences in the 

population distribution predictions between the two models and the distribution of the intensive and 

extensive livestock in the area. The differences in the livestock distributions in the immediate area around the 

Brisbane, Ipswich and Toowoomba area mean that small differences in the OWSWF population distribution 

result in vastly different wounding rates. This is evident through both the intensive and extensive time-path 

graphs. Like with the Darwin time-path, the seasonal patterns are consistent between the results for both 

models. However due to the differences in the spatial distribution of the OWSWF population, the agent-

based model predicts higher wounding rate amongst sheep populations, compared to the higher wounding 

rates predicted amongst the cattle populations in the CLIMEX model. This is explained by the more 
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northerly spread pattern predicted by the CLIMEX model. In this predicted spread pattern, the OWSWF 

population affects the cattle producing area of central Queensland, where OWSWF distribution predicted by 

the agent-based implementation fails to reach these area. 

In summary, taking into account the differences in the predicted spatial distributions of the OWSWF 

population, the agent-based implementation provides comparable wounding rates amongst livestock 

populations. Critically, the agent-based implementation achieves the same seasonal patterns within livestock 

strike rates that are observed in the CLIMEX implementation, indicating that the individual-based 

calculations surrounding the interactions between the OWSWF and the livestock are sensitive to changes in 

the bio-climatic conditions (i.e. the input bio-climatic data) and the wounding rates that reflect the farming 

practices relevant to the different species.    

5.6  Concluding Remarks 

This chapter has explored the computational performance, processing efficiency and resulting output of the 

GPU implementation of an agent-based OWSWF model implementation introduced in chapter four. From 

this work, it is evident that the GPU platform achieves much higher performance over an equivalent CPU 

implementation (in terms of execution time) across a range of scenarios. Additional analyses showed that as 

the number of agents simulated within the model increases, the GPU usage for agent processing across the 

total number of processing cores on the GPU evens out, approaching a configuration where each core 

processes the logic for a similar number of agents.  

Following on from the performance analysis, the output from the GPU agent-based implementation is 

compared to the output from the existing CLIMEX-based implementation. The CLIMEX implementation 

represents the current modelling platform that has been configured to represent the scientifically accepted 

population distribution of the OWSWF within Australia. This analysis is complemented by an analysis of 

livestock wounding rates across the livestock species within Australia. The comparison across a number of 

scenarios shows that the agent-based implementation consistently predicts a more modest spread rate with 

corresponding differences to the livestock strike rates throughout each invasion scenario. The analysis of the 

strike rates shows similar seasonal patterns across the time paths for both models. The differences between 

the models can be explained by the differences in the dispersal logic combined with the higher-resolution 

1Km x 1Km grid arrangement used to represent the spatial distribution in the Agent-based model. Further 

development is required to determine if the statistical under-fit inherent in the existing OWSWF dispersal 

modelling process correctly represents the spread of the OWSWF. Overall, this chapter produced positive 

results, showing significant performance improvements and expected simulation results. 

  


